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Introduction
Welcome to the YellowDog Portal. This is part of the YellowDog product suite, and provides a simple
and straightforward way to manage applications, credentials, and other aspects of using distributed
computing via the YellowDog Platform.
To find information on a specific subject, you can consult the Table of Contents, or check the
frequently used topics below:
· Managing Workers and Worker Pools
· Managing and Running Applications
· Managing Compute
· Managing Cloud Provider Credentials using Keyrings
· Setting up Provisioning
· Troubleshooting

You can also view demonstrations of performing some common tasks at https://yellowdog.co/uservideos/.

About YellowDog
YellowDog provides the ability to run multi-threaded applications across multiple clouds, including
on-premise. It can dynamically provision nodes from all the sources it has access to as required,
enabling potential access to almost unlimited compute depending on time and financial constraints.
YellowDog is compatible with the vast majority of instance types offered by cloud providers.
Provisioning, scheduling, reporting and other services are provided by the YellowDog Platform. The
Portal connects to an instance of the Platform, which may be located anywhere in the world, or
installed privately on-premise, depending on your company's specific requirements.
Applications are written or edited to consist of discrete 'tasks', each of which can be run
independently. The YellowDog scheduler handles the process of distributing tasks between workers,
and bringing workers up and down, depending on priorities and task requirements.
For an introduction to the concepts and objects used in YellowDog, see the Platform & Portal
Concepts document.
For detailed information on configuring and using the YellowDog Platform, see the Implementation
Guide.
These documents and more can be found on the YellowDog website at
https://docs.yellowdog.co/index.html.
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Logging in
Activating Your YellowDog User Login
In order to activate your user login and access the Portal, you will need your username, your
organisation's account name, and an activation URL (also called a token URL). These details will
normally be provided to you by your system administrator.
Note If your system is using external authentication, you do not need an activation URL. If you
can see a Sign in with Microsoft button, you can simply sign in as an External User.
To activate your user account:
1. Paste the URL you have been given into your web browser. This will open the YellowDog login
screen with a Hello! popup asking you to set a password.
2. Enter the following details:
· Username The username your system administrator has given you.
· Account Name The name of your organisation's YellowDog account. This will usually be
your organisation name.
· Password Choose a password that you can remember, between 12 and 50 characters
long. You may find it easiest to remember a password consisting of several random
words. Your password may include any combination of letters, numbers, and special
characters.
· Confirm Password Type the same password again. Do not copy and paste. If you
made an error entering your initial password, copying and pasting will confirm the error
and your password will be set incorrectly.
3. Click Set Password. The popup will close, allowing you to access the YellowDog login
screen.
4. Login with your new password, and accept the Licence Agreement to continue. You will only
be shown the Licence Agreement the first time you login.
When you initially login, the first page you see is normally the Dashboard.
Some common tasks you may wish to perform are described in the Introduction. For general
information on the available menu options and the user interface, see The Portal User Interface.
Changing Your Password
You can change your password from the user details shown at the top right of every screen.
To change your password:
1.
2.
3.
4.

Click on your user details and select Change Password.
Enter your current password.
Enter a new password and confirm.
Click Update Password.

Next time you log in, you must do so with your new password.
2
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Note If you have forgotten your password, you should ask another user to reset your password.
You will be provided with a token URL to set a new password in the same way as when activating
your account initially. If another user resets your password, you will lose access to your keyrings
and will need to claim them again.
Changing your own password from your user details does not affect your keyring access.
Signing in as an External User
If your YellowDog administrator has integrated YellowDog with the system your organisation uses for
logging in, you can sign in to the Portal with your organisational login. If you are currently signed into
your organisation, you may not need to enter any login details.
If you need to work with cloud provider credentials or create Compute Requirements (provisioning
requests), you will need to supply YellowDog with an encryption password that it can use to secure
your access to cloud credentials.
To create an encryption password:
1. At the top right of any Portal page, click on the red padlock next to your user name .
2. In the drop-down, enter a password and confirm. YellowDog recommends that this should be
a secure password, at least 12 characters long, not based on a single dictionary word, and
including letters, numbers and special characters.
You will need to enter this password on the Keyrings page during any session in which you need to
work with cloud providers.
You can change this password from your user details at any time.
Note If you have forgotten your encryption password, you should ask another user to reset your
password. You will need to create a new encryption password. If another user resets your
password, you will lose access to any keyrings and will need to claim them again.

How to Use the YellowDog Portal
The Platform Portal can be used for multiple purposes including:
· Provisioning instances across multiple different cloud providers.
· Managing the distribution of work across worker processes, including provisioning and

deprovisioning instances as required (Auto Scaling).
· Running applications in a multi-cloud environment.
· (In future releases) Managing running applications, including dynamically changing priorities,
provisioning and scheduling.
The Portal is designed to be run using the Chrome browser. Although most of its features may also
work correctly in other browsers, these are not supported by YellowDog.
Configuring the Portal
3
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Before provisioning instances or running an application, your organisation will need to set up
security, cloud provider account details, and some provisioning settings.
For information on creating and configuring the necessary items, see Setting up the Portal.
Running an Application
You can use the YellowDog Portal to manage credentials and provisioning for applications written for
the YellowDog Platform.
To do this:
1. Create the application object in the Portal, noting the application key and secret. For more
information, see Applications.
2. Give the application access to one or more keyrings. You can do this either via the
Applications tab or the Keyrings tab.
Note Applications are not currently run through the Portal. The following steps should be
performed outside the Portal.
3. Update the application code to specify the following:
· The application API key and secret.
· The ID of the Provisioning Template to use for provisioning.
· The number of instances to provision.
For more information on writing applications for YellowDog, see the API or the Implementation
Guide.
4. Run the application.
Provisioning Instances
The best way to provision instances for use in a Worker Pool is to use the YellowDog Portal to create
the Worker Pool. The instances required will be provisioned automatically. For more information, see
Provisioning a Worker Pool.
To provision instances directly through the YellowDog Portal, create a Compute Requirement. For
more information, see Making a Provisioning Request.
For information on managing an existing Compute Requirement, see Managing Compute.

The Portal User Interface
On logging into the YellowDog Portal, you will normally be shown the Dashboard. This shows the
overall status of key items and processes.
To access the other areas of the Portal, use the icons in the left-hand menu bar. Each icon opens a
separate page that enables you to manage a different aspect of YellowDog.

4
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User Interface showing Dashboard
The available menu options are:
· Compute This is where you view and manage provisioning requests (Compute Requirements).
·
·
·
·
·

·
·
·
·
·

For more information, see Managing Compute.
Work This is where you can view and manage the tasks that are running on your cloud
compute. For more information, see Managing and Running Applications.
Workers This is where you can view and manage the Worker Pools and Workers that are
running your tasks. For more information, see Managing Worker Pools.
Templates Create and manage the Templates that provide standard settings for your
Compute Requirements. For more information, see Compute Requirement Templates.
Sources Set up and manage the individual sources of cloud compute that your organisation
will use. For more information, see Managing Sources.
Attributes View the properties that can be assigned to sources of compute, and create your
own custom properties. These can be used to automatically select the best sources for a
specific provisioning request. For more information, see Managing Source Attributes.
Images View and manage the machine images available for installation on cloud instances.
For more information, see Managing Images.
Objects Upload and download items to and from cloud storage. For more information, see
Managing Objects.
Account This is where you store your cloud credentials, and manage user and application
access to them. For more information, see Managing Logins and Credentials.
Allowances Set up and manage usage restrictions for users of your account. For more
information, see Usage Allowances.
Usage View full details of the compute your account has used. For more information, see
Viewing Reports and Statistics.

YellowDog © 2015-2022
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· Logs View information about the running of YellowDog. For more information, see Viewing Log

Information.
User Information
Your user information is shown at the top right of the screen. You can use this area to:
· See your user details and organisation's account information.
· Change your password.
· (for an external user) Set an encryption password.

UI Options
The Portal also offers several UI options to customise your browsing experience:
· Tabbed browsing You can open a page in a new browser tab by CTRL-clicking on the menu

name.
· Collapsing left-hand menu You can click on the YellowDog logo at top left to toggle between
an icon-only menu and an expanded view that also shows the menu names.
· Dark mode The icon in the top bar
enables you to switch between the default white
background, and light text on a black background.

The Dashboard
The Dashboard provides an instant overview of system health. It shows a summary of the status of
the following key items:
· Compute Requirements
· Work Requirements
· Worker Pools
· Usage

Each of these items is displayed in a separate pane, using a standard format described below.

Example of an item status pane
6
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· Status Summary List On the left of the pane is a list of the number of individual items (such as

Work Requirements) in each status.
· Status Graph On the right of the pane is a graph showing the overall proportion of items in
each status. You can click a coloured segment to navigate to a list of the individual items
currently in that status. From the list you can view the details page for each item if desired.
· Status Alert To the right of the pane a red exclamation symbol (!) may appear. This indicates
a problem with one or more of the items. Items with a problem are also marked with an
exclamation symbol when viewing the item list from the relevant menu.

Managing Worker Pools
Worker Pools are collections of Worker processes that can be used to run your applications. Worker
Pools may be provisioned through YellowDog, or they may be provisioned from a known existing set
of instances, for example when using On Premise compute. For more information, see Provisioning
a Worker Pool.
You can monitor and manage the Worker Pools, Nodes and Workers running your applications from
the Workers page. This lists the Worker Pools currently being managed by YellowDog. The Status
Bar along the top of the page summarises the current status of all the Worker Pools in your account
and enables you to detect any major issues at a glance.
To see more information about a Worker Pool, or to monitor and manage individual Nodes or
Workers, click on the Worker Pool to open its details in a separate tab. For more information, see
Managing Individual Worker Pools.
If you have a lot of Worker Pools, you can click on one of the headings to order the list by that
column:
· Name The unique name of the Worker Pool.
· Type The origin of the compute used for the Worker Pool.
· Configured The Instances that make up this Worker Pool were not provisioned through

YellowDog, but the details have been imported to enable YellowDog to manage the
Worker Pool and Nodes. On-premise compute, for example, is normally Configured.
· Provisioned The Instances that make up this Worker Pool were provisioned through
YellowDog.
· Workers The number of Workers in the status Doing_Task, compared to the total number of
Workers in the pool.
· Created The creation date of the Worker Pool, in the format YYYY-MM-DD hh:mm:ss.
· Status The status of the Worker Pool. A Worker Pool that has successfully claimed one or
more Workers is shown as Running.
You can also filter by specific values in some columns, using the additional down arrow to open the
filter options.
An exclamation mark next to a Worker Pool name indicates that the Worker Pool contains workers
that are Late or Lost. For more information see Worker Status.

YellowDog © 2015-2022
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You can Shutdown a Worker Pool from the main Workers page using the icon under the Actions
heading.
Worker Pool Status
A Work Requirement may be in the following states:
· Pending The worker pool has been started but no workers have yet registered.
· Configuring The nodes in the worker pool are being identified and their node types are being
·
·
·
·

set.
Empty The worker pool has no registered workers. This is normal for a newly provisioned
worker pool, before its workers register.
Idle The worker pool has registered workers but none are currently claimed.
Running One or more workers have been claimed.
Shutdown The worker pool has been shut down, and any workers have been instructed to
shutdown.

In normal operation, most Worker Pools will be either Running or Shutdown. If many Worker Pools
are in states other than these, or if a Worker Pool spends a long time in a different state (such as
Empty), this may indicate a problem. For more information, see the Troubleshooting section. If the
problem is with a specific Worker Pool, you may find it helpful to copy its YellowDog ID using the the
Copy Entity ID icon . You can also right-click on this icon to go straight to the logs for that Worker
Pool.

Provisioning a Worker Pool
You can create and monitor Worker Pools from the Workers page. For more information on using
this page, see Managing Worker Pools.
When you create a Worker Pool, the YellowDog Scheduler automatically provisions the required
number of Nodes (instances) and manages them using the specified Compute Requirement
Template. For information on the system setup required in order to provision compute for your
Worker Pools, see Provisioning Compute.
If you wish to provision compute without creating a Worker Pool, you can also create a Compute
Requirement directly. If you wish to create a new Worker Pool without using YellowDog to provision
instances, for example when using On Premise compute, see Using On-Premise Compute.
To create a new Worker Pool using YellowDog to supply cloud compute:
1. At the top right of the page, click the Add Provisioned Worker Pool button.
2. Enter the following details:
· Name The name to use for the Worker Pool. You may wish to include a reference to the
Credentials or Sources used in the selected template, or to the purpose of the
requirement.
· Start Node Count The number of Nodes (instances) to provision from the available
sources of compute.
8

YellowDog © 2015-2022

8

YellowDog Platform Portal User Guide

· Compute Template The Compute Requirement Template to use for this provisioning

request.
· Namespace The namespace to be used by this Worker Pool. YellowDog uses
namespaces to group entities within the platform, so any set of related processes should
ideally set and use a single namespace.
· Images ID Optional. The individual image, family or group to use for instances
provisioned for this Worker Pool. You should only enter an Images ID if images have not
been specified in the template or in the individual Sources. Click in the box to see a dropdown list of images available within YellowDog. For more information, see Specifying an
Image ID.
Note If the selected family or group does not contain a compatible image for one of the
Sources used in the request, that Source cannot be used in provisioning. If this request
uses a Dynamic Template then YellowDog will attempt to continue provisioning with the
remaining Sources, but if the request uses a Static Template it will fail with an error.
· Workers per Node By default, YellowDog creates a single Worker on each Node. Click

·

·

·

·

Edit to change the number of Workers per Node, or to base the number of Workers on
the number of vCPUs instead. More sophisticated methods of creating Workers are
available using the SDK. You can find more information on these in the Implementation
Guide.
Worker Tag Optional. A tag is essentially a user-defined property for this set of
instances. It is a single string that is applied to all the Workers created for this Worker
Pool. When running an Application, a Task Group can be set to be run only by Workers
with a specific tag. For more information, see the Implementation Guide.
Auto Scaling By default, the Worker Pool will automatically provision and deprovision
Nodes depending on demand from the Task Groups using it. To set specific options, for
example to limit the maximum number of Nodes the pool will attempt to provision, click
Custom. For more information, see Worker Pool Scaling.
Auto Shutdown Whether YellowDog can automatically shut down this Worker Pool, and
under what conditions. The default is System Managed, which uses system defaults
that provide a reasonable balance between preventing unnecessary costs and causing
delay by removing resources that may still be needed. If you have good reason to
change these defaults, choose Custom to select specific conditions for auto shutdown. If
you are working with reserved instances, or if you require this Worker Pool to remain
active for a long period, you may wish to set this to Disabled. For more information, see
Auto Shutdown.
Node Configuration Optional. This enables you to create a Worker Pool containing
multiple node types, which can perform different actions in response to Node Events
such as new Nodes registering. By defining different Node Types to respond differently
to Node Events, you can set up Meta Scheduling (creating a cluster and using a third
party scheduler to manage it). A Worker Pool that includes Node Configuration is called
an Advanced Worker Pool. If you have an existing node configuration JSON file that
you wish to use, for example one used for an existing Worker Pool, you can click Import

YellowDog © 2015-2022
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to upload it. For information on creating a node configuration, see the Creating the
Worker Pool section of the Implementation Guide.
3. Click Provision Worker Pool.
A new Worker Pool is created with the status Pending. This can be monitored and managed from
the Work page. A corresponding Compute Requirement is created with the status New, and will be
automatically submitted to the Compute Service. You can monitor the progress of this provisioning
request from the Compute page.
Using On-Premise Compute
The YellowDog Scheduler can be used to manage the assignment of work to Nodes that are part of
external Worker Pools. That is, Worker Pools that are not provisioned and managed by YellowDog,
such as On-Premise servers.
An external Worker Pool is called a Configured Worker Pool. To set up a Configured Worker Pool,
you must:
1. Create a Configured Worker Pool within the YellowDog Portal. Copy the template configuration
that is returned, which includes the unique token that is used by the Agent on the Instances to
access YellowDog.
2. Install the YellowDog Agent on the required Instances.
3. On each Instance, use the copied configuration to create a configuration file for the Agent.
You may customise some of the settings if required.
4. On each Instance, enable and start the Agent service.
Full details of the configuration steps required are available in the Implementation Guide.
Configured Worker Pools are viewed and managed from the Workers page.
To create a Configured Worker Pool within the YellowDog Portal:
1. At the top right of the page, click the Add Configured Worker Pool button.
2. Enter the following details:
· Name The name to use for the Worker Pool. You may wish to include a reference to the
Credentials or Sources used in the selected template, or to the purpose of the
requirement.
· Token Expiry Optional. Set the date and time at which the token used to authenticate the
Agent to YellowDog should expire, or require renewal. If this is not set, the token will not
expire.
3. Click Add Configured Worker Pool.
4. Copy the template configuration that is returned. This includes the token that is used for the
Agent on these Instances to access YellowDog, and will be required when configuring your
Instances.
A new Worker Pool is created with the status Pending. As each Agent on your On Premise Instances
registers with the YellowDog Scheduler Service, the relevant Workers will automatically appear in the
pool.
10
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Worker Pool Scaling
Worker Pools automatically scale up or down to meet the demand created by the Task Groups using
them. The way in which Worker Pools scale is determined by the following settings:
· Minimum Nodes You can set a minimum number of nodes to reduce latency when demand

·

·
·

·

increases from a very low level. By default there is no minimum, and a Worker Pool may shut
down all its nodes if they are not required.
Maximum Nodes YellowDog recommends setting a maximum in order to prevent excessive
cost or exhausting the available provider capacity. By default there is no maximum, and the
Worker Pool could theoretically attempt to provision thousands of nodes if a Task Group
requested them.
Node Boot Time Limit If a Node has not registered with the Worker Pool by this time, it is
considered to have failed to provision. The default boot time limit is 10 minutes.
Grace Period In order to provide a Node with enough time to be configured and claimed, it
cannot be terminated due to idleness for a short period after startup. The default period is 2
minutes.
Idle Time Limit Once a Node is beyond the grace period, it will be automatically terminated if
it is idle with all workers unclaimed for this duration. The default is 5 minutes. This means that if
a Worker Pool uses the default settings, a Node that remains idle after registering will be
automatically terminated after 7 minutes. A Node that is initially active but becomes idle will be
terminated after it has been idle for 5 minutes.

Common Scaling Strategies
There are some common ways to use these settings, depending on what the Worker Pool is to be
used for:
· Single Use Pool This strategy is useful where the Worker Pool is only required once, for a

single Work Requirement. It optimises costs by starting work as soon as nodes become
available and terminating nodes as soon as no further tasks are available for them. The default
settings are usually acceptable for this kind of pool.

11
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Scaling with a Single Use Pool
· Mixed Use Pool Where a Worker Pool is to be used by multiple Work Requirements, setting a
Minimum Nodes will keep some instances in reserve to reduce latency when new Work
Requirements increase demand. Similarly, setting the Idle Time Limit to longer than 5
minutes will prevent unnecessary deprovisioning and reprovisioning between work.
· Long Running Pool If the Worker Pool is using reserved instances, or if you are working with a
fixed number of licenses, you can prevent scaling altogether by setting Minimum Nodes to
the same number as Maximum Nodes.
Note Some Task Group settings may also affect scaling by limiting the number of Workers those
Task Groups can request.
Note If a Task Group has many Tasks with verification set to wait for resources to be present
before running, this may result in a sudden increase in demand when resources become
available. When creating a Worker Pool that may be used by Task Groups with this
characteristic, consider setting Maximum Nodes.
For more information on scaling and Task allocation, see the Implementation Guide.
Auto Shutdown
A System Managed Worker Pool will automatically shutdown under the following conditions. These
can be altered or removed:
· All Nodes Inactive The pool will be shutdown if all of its nodes are inactive after the specified

delay. A node is considered inactive if it has the status Lost, Unregistered or Terminated. A
node that is idle is not considered inactive. By default, there is no delay between all nodes
becoming inactive and the pool being shutdown.
· No Registered Workers The pool will be shutdown if no Workers register within the node
boot time limit. By default, the boot time limit is 10 minutes.
12
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The following conditions are less efficient ways to detect Worker Pool idleness, and are used only if
the Worker Pool has been set to create 0 workers per node:
· All Workers Released The pool will be shutdown if all of its Workers have been released, after

the specified delay. By default, the delay is 5 minutes.
· Unclaimed After Startup The pool will be shutdown if none of its Workers have been claimed
within the specified delay after startup. By default, the delay is 30 minutes.
For Advanced Worker Pools, the following condition may also be used:
· Node Action Failed The pool will be shutdown if a Node action returns a failure within the

specified delay after it is attempted. By default, the delay is 10 minutes.
For further details about automatic shutdown options and Advanced Worker Pools, see the
Implementation Guide.

Managing Individual Worker Pools
The Worker Pool details tab provides additional information and options for an individual Worker
Pool. This tab also enables you to monitor the individual Nodes within that Worker Pool. The
information and options available may differ depending on whether the selected Worker Pool is
Provisioned or Configured, and whether it is an Advanced Worker Pool. To open a details tab for a
Worker Pool, use the Workers menu option to open the Worker Pools summary screen and click on
the Worker Pool to view.
For information on creating a new Worker Pool, see Provisioning a Worker Pool.

Worker Pool Details
Note: YellowDog provides multiple ways to see information about your application and the
Instances running it. You may also find the following useful:
13
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· To view information about the progress of individual application Tasks, use the Work page.

For more information, see Managing Task Groups.
· To view information about the instance time used by an application, use the Usage page.

For more information, see Viewing Reports and Statistics.
· To view system logs, use the Logs page. For more information, see Viewing Log Information.

Status Timeline
The status timeline at top left shows when this Worker Pool was created, and its most recent change
of status. For more information on Worker Pool states, see Managing Worker Pools.
You can shut down the Worker Pool using the icon at top right.
Summary Pane
To the right of the status timeline is a summary of important information about the Worker Pool:
· Type Whether the instances running the Workers in this Pool were Provisioned by YellowDog
·
·
·

·
·
·

·

or Configured by adding the details of external instances.
Token Configured Worker Pools only. The Token that the Agent on this Worker Pool's Instances
uses to access YellowDog.
Agent Configuration Configured Worker Pools only. The configuration template provided by
YellowDog when this Worker Pool was created.
Compute Requirement The Compute Requirement that provisions nodes for this Worker Pool.
You can search for the Compute Requirement's ID to view its details. For more information,
see Managing Instances.
Worker Tag Any custom user label that is applied to the Workers in this pool. Worker Tags
can be used to allocate Tasks only to specific Workers.
Node Workers The number of Workers that should be running on each Node.
Auto Scaling Whether the Scheduler can automatically provision or deprovision extra
instances within this Worker Pool in response to changes in demand. Click Properties to see
the pool's auto scaling configuration options, such as the maximum number of Nodes (if any) or
the Node idle time limit. For more information see Worker Pool Scaling.
Auto Shutdown Whether this worker pool will shut down automatically in response to specific
events or conditions. Click Conditions to see the conditions for shutting down.

Node Configuration Pane
For Advanced Worker Pools only, a Node Configuration pane is shown.
The Node Configuration pane shows:
· Node Types The number of Nodes of each type specified in the Worker Pool configuration.

For example, ( min: 2 nodes) would indicate that the pool was configured to have a minimum
of 2 Nodes of that type. This does not show how many nodes of each type are currently in the
pool.
14
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· Node Events The Node Events for which this Worker Pool has Node Actions specified. The

number shows the number of Action Groups and Actions that will be run if this event occurs.
You can click on a Node Event to open a popup showing details of the Actions specified,
including the order in which they will run, which Nodes they will run on, and which Actions are
contained within Action Groups.

Viewing Node Event details
· Download Node Configuration Click this button to download the node configuration JSON for
this Worker Pool. This enables you to examine the configuration in more detail, or to use the
same configuration in future Worker Pools.
Worker Status Graph
The Worker Status Graph shows the number of Workers in each state, and the overall status of the
Worker Pool. For more information on Worker states, see Worker Status.
Managing Nodes
The Nodes list at the bottom of the Worker Pool details tab provides summary information about
individual Worker Nodes, such as the instance type and provider and the status of the Workers
running on that Node.
Click the Settings icon to change the summary information shown. For example, when working
with an Advanced Worker Pool you might add the Node Type.
YellowDog © 2015-2022

15

15

YellowDog Platform Portal User Guide

You can also use the Search icon to filter the list to show only specific Worker Nodes. As well as
filtering Nodes by Status, VCPUs and so on, you can search for Nodes with Workers in a specific
status, or with specific registration times.
To view more details, click on a Worker Node to open a pop-up. This will show all the available
information about the Node, plus the following information about its Workers:
· ID
· Registered Time
· Whether it is Exclusive
· Claims
· Status
· Task

Worker Status
A Worker may be in the following states:
· Doing_Task The Worker has been assigned a Task to execute.
· Sleeping The Worker has been instructed to sleep for a set period of time. If all a Node's
·
·
·
·

Workers are Sleeping, the Node is considered idle.
Late The Worker's heartbeat is late.
Lost The Worker's heartbeat has not been received for a sufficient period of time that it is
considered lost.
Found The Worker's heartbeat has been received again after it was considered Lost, but it has
not yet requested instruction.
Shutdown The Worker has been instructed to shutdown.

In normal operation, most Workers will be either Doing_Task or Shutdown.

Managing and Running Applications
An application runs its processes on Workers in the cloud, using a Work Requirement to define the
individual Tasks to run and any dependencies and orderings. You can monitor and manage the
Work Requirements and Tasks created by your applications from the Work page.
To manage the Workers running those Tasks, use the Workers page. For more information, see
Managing Worker Pools.
The Status Bar along the top of the page summarises the current status of all the Work Requirements
in your account and enables you to detect any major issues at a glance.
If you have a lot of Worker Pools, you can click on one of the headings to order the list by that
column. You can also filter by specific values in some columns, using the additional down arrow to
open the filter options. An exclamation mark next to a Work Requirement name indicates that the
16
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requirement contains Task Groups that are currently Starved of workers, or Tasks that have
Failed. For more information see Task Group and Task Status.
To see more information about a Work Requirement, or to monitor and manage individual Task
Groups or Tasks, click on the Work Requirement to open its details in a separate tab. For more
information, see Managing Individual Work Requirements.
You can also find several demonstration videos of running and managing Work Requirements and
Tasks at https://yellowdog.co/user-videos/.
You can perform the most frequent management tasks from the main Work page using the icons
under the Actions heading. These are:
· Hold Pause the requirement.
· Start Start the requirement, or resume a held requirement.
· Cancel Cancel the requirement.

Work Requirement Status
A Work Requirement may be in the following states:
· New The requirement has been created, but not yet submitted to the YellowDog scheduler.
· Pending The requirement has been submitted to the scheduler, and the scheduler is currently

·
·
·
·
·
·
·
·

claiming workers to use for it. If the minimum number of workers cannot be claimed, the
requirement will either remain in Pending state or update to Unfulfilled, depending on its
settings.
Unfulfilled The scheduler was unable to claim the minimum required number of workers. Note
that some requirements may instead remain in Pending state.
Running The requirement is in progress and its tasks are being executed.
Starved The requirement no longer has any workers. No tasks are being executed. If a task
group is Starved but unable to claim more workers, its status will update to Failed.
Held The requirement has been paused by a user. No tasks will be executed until it is
resumed.
Completed All task groups have successfully completed.
Failed All task groups have completed, but at least one has failed. Failure may occur if a task
group is starved but unable to claim more workers.
Cancelling The requirement is in the process of cancelling. When all task groups have
stopped executing, this status will updated to Cancelled.
Cancelled The requirement has been cancelled by a user and all task groups have stopped
executing.

In normal operation, most Work Requirements will be either Running or Completed. If many Work
Requirements are in states other than these, or if a Work Requirement spends a long time in a
different state (such as Pending), this may indicate a problem. For more information, see the
Troubleshooting section. If the problem is with a specific Work Requirement, you may find it helpful
17
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to copy its YellowDog ID using the the Copy Entity ID icon
to go straight to the logs for that Work Requirement.

. You can also right-click on this icon

Managing Individual Work Requirements
The Work Requirement details tab provides additional information and options for an individual
Work Requirement. This tab also enables you to monitor and manage the individual Task Groups
running within that Work Requirement. To open a details tab for a Work Requirement, use the Work
menu option to open the Work Requirements summary screen and click on the Work Requirement to
view.

Work Requirement Details
Note YellowDog provides multiple ways to see information about your application progress. You
may also find the following useful:
· To view details of the Worker processes running your application, use the Workers page. For

more information, see Managing Worker Pools.
· To view information about the instance time used by an application, use the Usage page. For

more information, see Viewing Reports and Statistics.
· To view system logs, use the Logs page. For more information, see Viewing Log Information.

Status Timeline
The status timeline shows when this Work Requirement was created, and its most recent change of
status.. For more information on Work Requirement states, see Managing and Running Applications.
You can hold, start or cancel the Work Requirement using the icons at top right. When cancelling a
Work Requirement, by default any Tasks that are currently executing will still run to completion.
18
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Summary Pane
To the right of the status timeline is a summary of important information about the Work Requirement.
Some of these can be changed from the Portal while the Work Requirement is running:
· Namespace The Namespace of the application.
· Tag Any custom user label that is being used to select the instances used for workers.
· Priority The priority set on the Work Requirement. Click Edit to change the Priority relative to

other Work Requirements.
· Fulfil on Submit Whether the Work Requirement should be fulfilled when it is submitted, rather
than being allowed to wait in PENDING status.
Task Group Status Graph
The Task Group Status Graph shows the number of Task Groups or Tasks in each state. For more
information on Task Group states, see Task Group and Task Status. You can toggle between
showing Task Group status or Task status.
Task Groups
Provides summary information about your Task Groups.
You can view the Task Group summary information in two formats:
· Tree A simple summary view that shows the number of Tasks in each group and any

dependency relationships between groups. The number shown in each Task Group icon is the
number of Tasks in the group.
· Table A table that shows slightly more detail, such as how many Tasks are currently in each
state and when the Task Group status last changed.
Click on a Task Group to see the Task Group settings, such as the Task Types included and the
maximum number of retries for each Task. From here you can also edit the Task Group's Priority.
Selecting a Task Group also opens a table showing the Tasks in the group. Click on an individual
Task for more information.
Managing Tasks
Individual Tasks can be viewed from the Work Requirement details page. To access the individual
Tasks within a Task Group, click on a Task Group in the Task Group summary.
Selecting a Task Group opens both the Task Group details and the Task list.

19
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Work Requirement with Task Group selected
The Task Group Details
The Task Group details pane shows a graph of the current status of Tasks within the group, and key
information about Task Group settings.
You can edit the following settings while the Task Group is running by clicking the Edit link at the top
of the pane:
· Priority The priority of the Task Group.
· Auto Complete Whether this Task Group will automatically be completed once all its Tasks are

successfully completed.
· Auto Fail Whether this Task Group will fail automatically if any of its Tasks fail.
The Task List
Depending on the size of your screen, the Task List may open either beside the Task Group panes or
below them. You can click on an individual Task in the list to open a details pop-up.
If you have a lot of Tasks within your Task Group, you can click on one of the headings to order the
list by that column. Alternatively, you can use the Search all tasks icon to filter the list to show
only specific Tasks. This icon can be found in the header of the Task Group summary. As well as
filtering Tasks by Name, Status and so on, you can search for only Tasks that have inputs/outputs,
or Tasks with specific start and finish times.
To Cancel a Task, you can use the icon under the Actions heading. If that Task has begun
execution, by default it will be aborted. To let an executing Task run to completion instead, uncheck
the Also abort running tasks option in the confirmation dialog.
20
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A timer icon beside a Task's Status indicates that the Task is currently aborting. You can mouse
over the icon to see when the abort was requested.
An error icon beside a Task's Name indicates that the Task reported errors. You can view the
error messages in the Task Details.
Task Details
To view more details, click on a Task in the Task List. This will open a pop-up for that specific Task.
The Task details popup shows additional information about the Task's:
· Init data
· Environment
· Inputs
· Outputs. The icon indicates whether this output will be uploaded even if the Task fails or is

aborted:
Only uploads if the Task succeeded
The Worker will always attempt to upload
· Resource verification settings and status
· Worker (if the Task is currently being run by a Worker)
· Errors (if any errors occurred)
The exact information shown in the pop-up may vary depending on the Task's Status or other details.

Task Details pop-up for a Running Task
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You can use the Worker ID in the Task Details to search for that specific Worker, or to filter it within
the Node Details (Node information is available through the Workers menu).
Task Group and Task Status
Task Group States
A Task Group may be in the following states:
· New The group has been created, but not yet submitted to the YellowDog scheduler.
· Pending The group has been submitted to the scheduler, and the scheduler is currently

·
·
·
·
·
·
·
·
·
·
·

claiming workers to use for its tasks. If the minimum number of workers cannot be claimed, the
group will either remain in Pending state or update to Unfulfilled, depending on the settings
of its parent Work Requirement.
Unfulfilled The scheduler was unable to claim the minimum required number of workers. Note
that some groups may instead remain in Pending state.
Ready The scheduler has claimed the minimum required number of workers, but tasks are not
being executed yet. When tasks begin to execute, this status will update to Working.
Waiting The Task Group has been started, but cannot execute any tasks because it is waiting
for a dependency task group to finish.
Running The Task Group is in progress and its tasks are being executed.
Starved The Task Group no longer has any workers. No tasks are being executed. If its
worker claim strategy does not allow it to claim more workers, its status will update to Failed.
Held The group has been paused by a user. No tasks will be executed until it is resumed.
Completed All tasks have successfully completed.
Failing At least one task has failed, and any Pending tasks within the Task Group are being
cancelled.
Failed At least one task has failed. Any remaining tasks have been cancelled and their status
has updated to Discarded.
Cancelling The Task Group is in the process of cancelling. When all tasks have stopped
executing, this status will updated to Cancelled.
Cancelled The Task Group has been cancelled by a user and all tasks have stopped
executing. A Task Group will cancel automatically if a user cancels a Task Group that it is
dependent on.

Task States
Tasks can be in the following states:
· Pending The task is waiting for resources, such as any required inputs, to be verified.
· Ready The task's resources have been verified, but it has not yet been allocated to a worker.
· Allocated The task has been allocated to a worker, but is not currently executing.
· Downloading Inputs for the task are being downloaded by its worker.
· Executing The task is being executed by its worker.
· Uploading Outputs for the task are being uploaded by its worker.
YellowDog © 2015-2022
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· Completed The task has successfully completed.
· Failed The task has failed.
· Cancelled The task has been cancelled by a user.
· Aborted The task has been cancelled by the user while Downloading, Running or

Uploading. The Task will still attempt to upload any output files that were set to always
upload.
· Discarded The task is part of a Task Group that failed or was cancelled by a user. The task
has not been executed.

Managing Objects
The YellowDog Object Store service offers seamless integration with the object storage facilities of
major cloud providers.
To use a provider's storage when running an application, simply map the application's namespace to
a storage location (also called a bucket) on that cloud provider. This is done using a Namespace
Storage Configuration. You can then upload, download and delete objects from the namespace
as normal, and YellowDog will automatically upload, download or delete from cloud storage.
You can view and manage Namespace Storage Configurations from the Objects page.
For information on how to view, upload and download your objects within the Portal, see Uploading
and Downloading Objects.

Managing Cloud Storage
The Objects page lists all the Namespaces that are currently available on the Platform. For most
organisations, each Namespace also represents a Namespace Storage Configuration. Click on a
Namespace to see the folders and objects it contains. For more information, see Uploading and
Downloading Objects.
If you have a lot of Namespaces, you can click on one of the headings to order the list by that
column:
· Namespace This is also the name of the storage configuration. YellowDog uses namespaces
·
·
·
·

to group entities within the platform.
Type The cloud storage provider associated with this Namespace, such as OCI.
Region The region of this storage container within the provider.
Bucket Name The name of the storage container on the provider.
Credential The keyring and credential required to access this storage container.

To manage your Namespace Storage Locations, click the Configurations button at top right. This
enables you to edit and delete configurations using the icons under the Actions heading, and to add
new configurations.
Creating a Namespace Storage Configuration
23

YellowDog © 2015-2022

23

YellowDog Platform Portal User Guide

To create a new namespace storage configuration:
1. At the top right of the page, click the Configurations button to open the list of Namespace
Storage Locations.
2. Click the Add Storage button.
3. Select the Storage Type. This specifies the third party storage that this configuration should
map to. For example, in order to use Amazon Simple Storage Service (S3) storage the new
configuration should have the type S3.
4. Enter the requested details. These differ depending on the requirements of the cloud storage
provider, but will include:
· Namespace The namespace to map to the cloud storage location.
· Bucket Name / Container Name The name of this parameter depends on the
terminology used by the provider. This is the provider's reference for the storage location.
· Region Use the dropdown to select from the regions available on your chosen provider,
such as eu-west-2 or europe-west2.
· Credential The credentials to use the cloud provider, in the form
keyring/credential. For example, a credential named AWS within a keyring
called my_keyring would be specified as my_keyring/AWS.
· Provider-specific parameters For information on these parameters, see the provider's
cloud storage documentation.
5. Click Create Configuration.
Any application within the same namespace as this storage configuration will now automatically use
the specified cloud storage.

Uploading and Downloading Objects
Before you can use YellowDog to manage your object storage, you must set up a Namespace
Storage Configuration to map a specific namespace to a specific external storage location. For more
information, see Managing Cloud Storage.
To view and manage the items within a namespace, select it from the Objects page. The
namespace will open in a new tab, showing the following panes:
· Objects Use this pane to navigate the folder structure within the selected namespace. Select

an object to view its details in the Details pane on the right.
Note When viewing objects that are stored in OCI, there may be additional objects present
even if the Objects pane does not appear full. This is due to the way in which OCI processes
page requests. If you cannot see some objects that you expect, check whether the Next >
page option in the header is active as there may be more objects on another page. You may
also wish to increase the page size to its maximum of 1000/page in order to view more
objects at once.
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· Details Shows summary information about the selected object. For small files, this may include

displaying the text or image within the file. You can use this pane to upload, download or
delete individual objects.
Uploading and Downloading Objects
To upload an object for use by an application:
1. Click on the namespace to use. The namespace will open in a new tab.
1. In the Objects pane, navigate to the folder to upload into.
Note You cannot currently create a new folder through the Portal interface.
2. Drag and drop the object into the Details pane. Alternatively, click the click to upload link to
select a file to upload.
To download an object to your computer, navigate to the object and click the Download button in
the Details pane.
To delete an object, navigate to the object and click the Delete button in the Details pane.

Managing Compute
In YellowDog, a request to provision instances is called a Compute Requirement. You can monitor
and manage all your Compute Requirements from the Compute menu. For more information, see
Managing Compute Requirements.
To create a new requirement, see Making a Provisioning Request. You can also create a Worker
Pool, which will automatically provision all the instances required. For more information, see
Provisioning a Worker Pool.
For information on the system setup required in order to make provisioning requests, see
Provisioning Compute.
You can view detailed information about a specific requirement, and any instances it has
provisioned, by clicking on the name of that requirement. For more information, see Managing
Instances.

Managing Compute Requirements
You can monitor and manage all your Compute Requirements from the Compute page. This lists all
the Compute Requirements that are currently or were recently active.
To create a new Compute Requirement, see Making a Provisioning Request. To see more
information about a Compute Requirement (such as the Sources it is using), or to monitor and
manage instances, click on the Compute Requirement to open its details in a separate tab. For more
information, see Managing Individual Compute Requirements.
The Status Bar along the top of the page summarises the current status of all the Compute
Requirements in your account and enables you to detect any major issues at a glance.
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If you have a lot of Compute Requirements, you can click on one of the headings to order the list by
that column:
· Name The unique name of the requirement.
· Namespace YellowDog uses namespaces to group entities within the platform. Each

Compute Requirement should use the same namespace as any related objects (such as
applications and other entities).
· Tag Any user-defined property set for this group of instances. When running an application,
tags can be used to specify which workers can be used for a specific task.
· Status The status of the Compute Requirement. A Compute Requirement that has
successfully provisioned all its required instances is shown as Running. Other states are
described in Managing Compute Requirements.
You can also filter by specific values in some columns, using the additional down arrow to open the
filter options.
Terminating Compute Requirements
You can terminate an individual Compute Requirements from the main Compute page using the
icon under the Actions heading. To terminate multiple Compute Requirements, select the
requirements and click the Terminate button that appears above the list.
To perform other actions such as stopping, starting or reprovisioning, click on the individual Compute
Requirement.
Compute Requirement Status
A Compute Requirement may be in the following states:
· New The provisioning request has been created, and is being submitted to YellowDog.
· Provisioning The provisioning request has been submitted, and the YellowDog Compute

Service is attempting to provision the required number of instances. A request will remain at
Pending status until all available instances have been provisioned.
· Running The provisioned instances are running. Individual instances may change to other
states without affecting the Running status of the Compute Requirement as a whole.
Note A requirement can be Running even if it has been unable to provision any instances. If
Auto Reprovision is set, the requirement will continue attempting to provision instances until
it has the number required. Alternatively, you can use the Actions menu to attempt to
reprovision.
· Stopping The Compute Requirement is in the process of stopping. A request will remain at

Stopping status until all of its instances have stopped.
· Stopped The provisioned instances have stopped.
· Starting The provisioned instances are restarting after being stopped. A request will remain at
Starting status until all of its instances have restarted.
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· Terminating The provisioned instances are being terminated. A request will remain at

Terminating status until all of its instances have terminated.
· Terminated The provisioned instances have been terminated. This provisioning request
cannot be updated or reprovisioned.
In normal operation, most Compute Requirements will be either Running or Terminated. If many
Compute Requirements are in states other than these, or if a Compute Requirement spends a long
time in a different state, this may indicate a problem. For more information, see the Troubleshooting
section. If the problem is with a specific Compute Requirement, you may find it helpful to copy its
YellowDog ID using the Copy Entity ID icon . You can also right-click on this icon to go straight to
the logs for that Compute Requirement.
Managing Individual Compute Requirements
The Compute Requirement details tab provides additional information and options for an
individual Compute Requirement. This tab also enables you to monitor and manage the individual
Instances provisioned by that Compute Requirement. The information and options available may
differ depending on whether the selected Worker Pool is Provisioned or Configured, and whether it is
an Advanced Worker Pool. To open a details tab for a Compute Requirement, use the Compute
menu option to open the Compute Requirements summary screen and click on the Compute
Requirement to view.
For information on creating a new Compute Requirement, see Making a Provisioning Request.

Compute details
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Note YellowDog provides multiple ways to see information about your compute. You may also
find the following useful:
· To view information about the Worker Pools and Workers currently present on the system,

and any processes they may be running, use the Workers page. For more information, see
Managing Worker Pools.
· To view information about the instance time used by users, applications and so on, use the

Usage page. For more information, see Viewing Reports and Statistics.
· To view system logs, use the Logs page. For more information, see Viewing Log Information.

Status Timeline
The status timeline at top left shows when this Compute Requirement was created, and its most
recent change of status. For more information on Compute Requirement states, see Managing
Compute Requirements.
You can reprovision, stop and start the Compute Requirement using the icons above the timeline.
Note If one of these icons is not available, this indicates that that task is not supported by one or
more of the Source Templates used in the Compute Requirement. You can use the Provision
Strategy Summary Pane to identify which Source or Sources do not support the desired task.
Compute Requirement Summary Panels
At the top of the Compute Requirement details tab is a set of panels that provide summary
information about the Compute Requirement as a whole. These are:
· Compute Requirement Summary Pane Compute Requirement details such as the target

instance count and the template. You can use this pane to change the number of instances
needed by this Compute Requirement, or to change the Auto Reprovision setting.
· Provision Strategy Summary Pane The status of the sources (cloud provider configurations)
used by this Compute Requirement. Click on a source to view further information in a popup,
from which you can also navigate to the Source Template details. For more information, see
Understanding Sources.
Note If a stopwatch icon appears next to a source, this indicates that the source is limited by
an Allowance. You can mouse over the stopwatch to see more details of the Allowance. A
crossed circle indicates that the Allowance is exhausted and instances from that source
will be terminated.
If this Compute Requirement uses a Dynamic Template to automatically select the best
sources of compute, you can click on the icon to view the reasons for the selection of the
sources used. For more information, see Understanding Dynamic Source Selection.
· Status Graph The number of instances in each instance status. For more information about
how to use the Status Graph, see The Status Graph. For more information about instance
states, see Instance Status.
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Managing Instances
At the bottom of the Compute Requirement details screen is a list of the instances in the Compute
Requirement. You can monitor and manage these instances from the list.
If you have a lot of instances within your Compute Requirement, you can click on one of the headings
to order the list by that column:
· Provider
· Region
· Host Name
· Source Name
· Instance Type
· Created
· Status The status of the Compute Requirement. A Compute Requirement that has

successfully provisioned all its required instances is shown as Running. Other states are
described below.
Alternatively, you can use the Search icon
or Public/Private IP Address.

to locate specific instances by Hostname, Image ID,

To view more information about a specific instance, click on the instance to open its details beneath
the instance list. This will provide further details such as the image currently installed on the instance
and when its status last changed.
You can perform the most frequent management tasks using the icons under the Actions heading.
These are:
· Stop
· Start
· Restart
· Terminate When terminating instances, you can optionally choose to deprovision them from

the Compute Requirement. This means that the Target Instance Count will reduce, and the
Auto Reprovision option, if set, will never attempt to reprovision these instances. In order to
deprovision an instance, terminate the instance and check the Also reduce required
instance count option in the confirmation pop-up.
To perform the same action on multiple instances, select the required instances using the
checkboxes to the left.
Note If an action is not available for an instance, this indicates that it is not supported by the
Source.
Instance Status
An instance may be in the following states:
· Pending The YellowDog Compute Service is attempting to provision or reboot this instance.

Note that for a recently submitted Compute Requirement that is in the process of provisioning,
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·

·

·
·

·
·

if any instances are in Pending status the overall Compute Requirement will remain at
Pending. When using Google Compute Engine (GCE), some instances may appear as
Pending only briefly before immediately becoming Terminated. This is an artifact of the way
in which GCE responds to provisioning requests, and is not relevant to the outcome of the
request.
Running The instance is running. Note that once a Compute Requirement has been
successfully provisioned, individual instances may change to other states without affecting the
Running status of the Compute Requirement as a whole.
Stopping The instance is in the process of stopping. Note that for a recently stopped Compute
Requirement, if any instances are in Stopping status the overall Compute Requirement will
remain at Stopping.
Stopped The instance has stopped.
Terminating The instance is being terminated. Note that for a recently terminated Compute
Requirement, if any instances are in Terminating status the overall Compute Requirement will
remain at Terminating.
Terminated The instance has been terminated.
Unknown The status of the instance is not known. If an instance remains in this status,
YellowDog recommends either attempting to recover the instance by restarting, or simply
terminating it.

Understanding Sources

The Provision Strategy Summary Pane provides information about the sources used by this Compute
Requirement. Click on a source to see details of that source such as the credential, Image ID, and
provider-specific information.
You may find the following details particularly useful:
· Created From Template The Source Template used to create this specific Source. Click on
·

·

·
·

the link to open the Source Template details.
Requested Instance Count The number of instances the Compute Service attempted to
provision from this Source in its most recent request. For example, in a Waterfall type Compute
Requirement, the first Source would show a request for the total number of Instances in the
Compute Requirement. Later Sources would indicate a request for any Instances that could
not be provisioned from the first Source.
Expected Instance Count The number of instances that the cloud provider has indicated it will
supply. If this is fewer than the number of instances requested, the Compute Service may
attempt to meet the unfulfilled request using other Sources in the Compute Requirement
Template.
Limit If set, the maximum number of instances that can be provisioned from this Source. If one
Source is limited, additional instances may have been provisioned from other Sources.
Status Whether this Source is currently being used to provide Instances (Active), not used
(Inactive), or affected by an exhausted Allowance (Limited).
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· Traits This section shows Source characteristics that may affect the actions that can be

performed on the Compute Requirement. Traits are sometimes known as Source Supported
Tasks.
· can stop & start This Source's instances can be stopped and started. It may still be
possible to restart the instances, depending on the Source's other traits. If any Sources in
the requirement do not support this, the Compute Requirement cannot be stopped or
started.
· can restart This Source's instances can be restarted, as distinct from stopped and
started.
· is self maintained This Source is managed outside YellowDog. YellowDog does not
manage the instances supplied by this Source and therefore cannot reprovision them.
· can scale out YellowDog can request additional instances from this Source after the
Compute Requirement has been provisioned.
In order to reprovision a Compute Requirement, the requirement must include at least one
Source that is not self-maintained, and at least one Source that can scale out. These can be
different Sources.
You can also click on the Source name to go to the Source Template details tab.
The Status Graph

The status graph at the upper right of the Compute Requirement details tab shows summary
information about the instances in that specific Compute Requirement. It is a bullseye graph that
shows the number of instances broken down by:
· Status For more information about Instance states, see Managing Individual Compute

Requirements
· Region
· Provider
The innermost ring of the graph shows the highest-level grouping (Status by default). You can
change the order in which these groupings are applied.
To enlarge the graph and change which details it shows:
1. Click the icon. The Group By panel appears at the upper right.
2. Drag the groups into the desired order. For example, to break down all the instance data by
cloud provider first, drag Provider to the top.
The graph updates as each group is moved, so you can see your changes immediately.
Understanding Dynamic Source Selection

The Best Compute Source Report (sometimes called the Explainer) shows why the sources used by
a dynamic Compute Requirement were selected as the best. You can view the Best Compute
Source Report for a Compute Requirement by clicking on the Best Source of Compute Report
icon in the Compute Requirements details page.
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Report Layout

Example Best Source of Compute Report
The report contains four sections:
· Sources Shows the rank and score of the Sources that were selected, and how much each

preference contributed to each Source's score.
· Preferences Shows the preferences set by the Dynamic Template, and how much the
selected Sources differ on each preference.
· Constraints Shows the constraints set by the Dynamic Template. Sources that do not fit the
constraint criteria cannot be selected for use.
· Image Shows information about the Image set by the Dynamic Template. Sources that are not
compatible with this Image cannot be selected for use.
For more information about setting preferences and constraints, see Creating a Dynamic Template.
For more information about the Source Attributes used in preferences and constraints, see Managing
Source Attributes.
The Sources Section
The Sources section shows each selected Source, its score, and how much each preference
contributed to that score. It also shows how many Sources were considered (that is, how many
Sources were not ruled out by the constraints). The number of Sources to select is set on the
Dynamic Template.
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Note that the same Source may seem to appear multiple times but, for example, one example may
be from a spot Source Type while another is on demand. You may be able to see more information
by toggling Show Name to Show Details.

Weighted scores of selected Sources
The above example shows that the Cost attribute was a significant contributor to the scores of all the
selected Sources, but that the highest ranked also scored highly on Security (a custom User
Attribute).
Note If multiple Sources have the same score, the Sources actually used in the Requirement are
selected at random.
Mouse over an individual Source to highlight its Attribute values in the Preferences section.
Preferences
The Preferences section shows information about the Attribute preferences and their weightings, and
the actual values of the selected Sources on these Attributes. This enables you to see how much
variation there is between selected Sources, and to modify the Dynamic Template if these Attributes
are not distinguishing between Sources as expected.

Individual Source values for the preference Attributes
You can highlight the values that belong to a specific Source by mousing over it in the Sources
section. In the example above, the Rank 1 Source scores poorly on the CPU Attribute, but this is the
lowest weighted preference and so is outweighed by its excellent scores on Cost and Security.
Constraints
The Constraints section lists all the Attributes set as Constraints, and the values that the Sources are
constrained to. If the number of Sources considered is too low or too high, you may wish to adjust
the Constraints set on the template.
Image
YellowDog © 2015-2022
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Shows the Image or Image Family set by the template. Expand to see details of all the images
available within the family, including supported regions and Instance Types. If the number of
Sources considered is lower than expected, this may be due to incompatibility with the selected
Images.

Making a Provisioning Request
You can create and monitor provisioning requests (Compute Requirements) from the Compute
page. For more information on using this page, see Managing Compute Requirements.
There are also several demonstration videos showing how to provision compute under different
circumstances at https://yellowdog.co/user-videos/.
A Compute Requirement consists of:
· Compute Requirement Template This specifies settings that may be the same for multiple

provisioning requests, such as which providers to use, and how the instance count should be
distributed between them. Your organisation will need to set up one or more provisioning
templates before you can create individual provisioning requests. For more information, see
Provisioning Compute.
· Compute Requirement This specifies settings that are specific to an individual provisioning
request, such as the number of instances to provision.
To create a new Compute Requirement :
1. At the top right of the page, click the Provision compute button.
2. Enter the following details:
· Template The Compute Requirement Template to use for this provisioning request.
· Namespace The namespace to be used by this Compute Requirement. YellowDog uses
namespaces to group entities within the platform, so any set of related processes should
ideally set and use a single namespace.
· Images ID Optional. The individual image, family or group to use for instances
provisioned by this template. You should only enter an Images ID if images have not
been specified in the template or in the individual Sources. Click in the box to see a dropdown list of images available within YellowDog. For more information, see Specifying an
Image ID.
Note If the selected family or group does not contain a compatible image for one of the
Sources used in the request, that Source cannot be used in provisioning. A Compute
Requirement that uses a Dynamic Template will attempt to continue provisioning with the
remaining Sources, but a Compute Requirement that uses a Static Template will fail with
an error.
· Requirement Name YellowDog recommends that you use the Compute Requirement

name to identify the Keyring used or the purpose of the requirement. The Keyring is set in
the Provisioning Template.
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· Tag Optional. A worker tag is essentially a user-defined property for this set of

instances. It is a single string that is applied to all the Workers created on instances
supplied by this Compute Requirement. When running an application, a task group can
be set to be run only by workers with a specific tag. For more information, see the
Implementation Guide.
· Target Instance Count The number of instances to provision. Depending on the
supported tasks of the Sources used in the requirement, you may be able to set Auto
Reprovision to automatically provision more instances if the number of running instances
falls below this number. You can change these settings later if required, from the
Compute Requirement.
Note If the Compute Requirement is to be used for a Worker Pool, you should not set
Auto Reprovision. The Scheduler can manage reprovisioning as required to supply the
Workers needed.
· Instance Tags Optional. Up to 5 key:value pairs that you can use to identify and manage

instances from this Compute Requirement. For more information, see Custom Instance
Tags.
3. Click Provision compute.
The new Compute Requirement is created with the status New, and will be automatically submitted
to the Compute Service.
You can now monitor and manage your new provisioning request.

Limiting the Use of Compute
It is possible for an administrator to set a limit on the amount of compute that can be accessed by a
specific user or application, or using a specific credential, provider, instance type and so on. This is
called an Allowance. If you are running a Compute Requirement that is affected by an Allowance,
the Portal will show a warning message when you approach the limit.
Caution Clients should not rely entirely on YellowDog Allowances to control their usage. While
the software will recognise and attempt to enforce allowance limits, the nature of cloud
operations means that YellowDog cannot guarantee that third-party compute will be immediately
and successfully terminated.
Once an Allowance has been exhausted, it will enter one of the following states, depending on the
Allowance settings:
· Limited No further compute can be provisioned using the limited item. However, existing

Compute Requirements or Instances will continue to run until they are finished or until you
terminate them.
· Limited Awaiting Termination No further compute can be provisioned using the limited item,
and existing Compute Requirements or Instances that use the item will soon be terminated.
· Terminating/Terminated The sources that use the limited item are being terminated. If your
Compute Requirement is set to Auto Reprovision, then it may attempt to reprovision using
other sources that are not affected by the exhausted Allowance (if any).
YellowDog © 2015-2022
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If you need to access more compute using an item whose allowance has been exhausted, contact
your organisation's YellowDog administrator.
If you need to use more compute than your organisation's account has licensed, your organisation
should contact YellowDog.
Administrators can set Allowances from the Allowances menu.

Setting up the Portal
Before you can use the YellowDog Portal, the following items must be configured:
· Individual user logins. For more information, see Users.
· One or more sets of cloud provider credentials to use in provisioning requests (Compute

Requirements). For more information, see Keyrings and Credentials.
· One or more Compute Requirement Templates, and associated items such as Sources and
Images. If you intend to use On-Premise compute for some of your work, see Using OnPremise Compute.
Once these items have been set up, users can create and manage their own Compute
Requirements, access to Keyrings, and so on.
YellowDog suggests that before you begin, you plan the following:
1. Consider the cloud accounts you are likely to combine to provision a single Worker Pool, and
set up your Keyrings and Credentials so that it is straightforward to give users and
applications all the accesses they will require for a provisioning request using those accounts.
2. Consider whether you want to set instance and image specifications individually for each
provisioning request, or whether you want to always use the same specifications when using a
specific source of compute. Set up your Sources and Templates accordingly.

Managing Logins and Credentials
The credentials for each cloud provider are stored, accessed and used by means of a secure
Keyring. Once you have created a keyring, you can enable those credentials to be used for
provisioning by specific applications and users belonging to your organisation.
The information within a keyring is never stored or transmitted unencrypted. When you create a
Keyring, YellowDog provides an API key that can be used within an application in order to access the
cloud provider accounts within that Keyring. For more information about the principles behind
Keyrings, see Security.
To view and manage the users, applications and cloud credentials associated with your
organisation's YellowDog account, use the Account page.
· To manage cloud credentials, click on the Keyrings tab.
· To manage users, click on the Users tab.
· To manage applications, click on the Applications tab.
YellowDog © 2015-2022
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Keyrings
A keyring contains one or more sets of cloud credentials. These credentials can be used by
applications that have been granted access to that specific keyring, and in provisioning requests by
users that have access to the keyring. For more detailed information on security concepts, see
Security in YellowDog.
A keyring can only be accessed by the user who created it, unless they they share the keyring
password with other users. Users can gain (claim) access to a keyring using that password. Any user
with access to the keyring can view the keyring and create applications and provisioning requests
that access it.
You can manage keyrings from the Account page:
1. Open the Account page.
2. Click on the Keyrings tab.
3. If you are an external user, click the Unlock Keyrings button and enter or create your
encryption password.
If your organisation has a lot of keyrings, you can click on the Name heading to order the list
alphabetically.
Note Keyrings and credentials that were created by an application using the API are not shown
in this list, and cannot be managed using the Portal. This is because they are internal to that
application, and not accessed by any users.
Managing keyring details
1. Click on the keyring. The Keyring Details pane opens. This pane shows the following
information:
· Name
· ID
· Description
· Credentials A green check in the Status column indicates that the credential has been
tested and is valid. You can validate any credential at any time by clicking the check icon
under Actions. To add a new credential to the keyring, click Add credential.
· Users The username and unique ID of all users who have claimed access to this keyring.
For information about granting keyring access to users, see Accessing Keyrings.
· Applications The name and unique ID of all applications which have been granted
access to this keyring. Click Add application to provide a new application with access
to the credentials in this keyring.
2. When you have finished, click the X at the top right of the pane to close the keyring and return
to the main keyring list.
Creating a new keyring
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1. In the Keyrings tab, at the top right, click on the Add Keyring button. The Add Keyring
pane opens.
2. Enter the following details:
· Name A name that identifies the keyring or its intended use.
· Description Optional.
3. Click Create Keyring. The Portal will ask for your user password. This password is used to
encrypt your access to the keyring. For more information, see Security in YellowDog.
4. Click OK. The Portal will return a Keyring Password. Do not close this window!
5. Copy or write down the keyring password and store it securely. Once you have saved the
keyring password, it is safe to close the window.
The keyring password can be used to grant other users access to the keyring, or to regain
access to the keyring if access is lost.
Note YellowDog personnel have no access to your organisation's keyrings. If a keyring
password is lost, it cannot be retrieved. If access to a keyring is lost and the password is not
available, your organisation will need to recreate the keyring and re-add all user and
application accesses from scratch.
6. Add the required cloud provider credentials to the keyring.

Credentials
Each keyring contains the account credentials for one or more accounts with cloud providers. One
keyring can contain multiple sets of account credentials, and a cloud provider account can be used
by multiple keyrings.
To add credentials to a keyring:
1. In the Keyrings tab, click on the keyring's Name or Description. The Keyring Details
page opens.
2. In the Credentials section, click the Add Credential button. The Add Credential pane
opens.
3. Click in the Type box, and select the cloud provider this credential provides access to (such
as Oracle Cloud Credential).
4. Enter the details required to access your account on that cloud provider. For more
information, see the provider's documentation.
5. Click Add Credential.
You can check that a specific credential is valid at any time, from within any of the keyrings that
contain that credential.

Accessing Keyrings
Keyrings may be accessed by either applications or users in order to provision instances.
Application Access
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To grant an application access to a keyring:
1. Click on the Keyrings tab.
2. Click on the on the relevant keyring's Name or Description. The Keyring Details page
opens.
3. In the Applications section, click the Add application button. The Grant access to
application pane opens.
4. Click in the Application field, and select the application to grant access to. Enter the
following details:
· Application API Key ID
· Application API Key Secret
5. Click Grant access to application.
User Access
To grant a user access to a keyring:
1. Provide the user with the Keyring Name and the Keyring Password. The Keyring
Password was returned on keyring creation and cannot be viewed through the Portal. For
more information, see Keyrings.
2. Ask the user to login and claim access to the keyring.
To claim access to a keyring:
1. In the Keyrings tab, at the top right, click on the ... icon and choose Claim Keyring Access.
The Claim Access to Keyring pane opens.
2. Enter the Keyring Name and Keyring Password.
3. Click Claim access.
You can now use this keyring in provisioning requests. For more information, see Making a
Provisioning Request.

Users
A Portal user login enables a member of your organisation to login to the YellowDog Platform and
potentially access keyrings and run applications. It is also possible to set up login to the Portal using
external authentication. For more information on this, see External Users and also the
Implementation Guide.
You can manage users from the Account page:
1. Open the Account page.
2. Click on the Users tab.
If your organisation has a lot of users, you may want to click on the list headings to order the user list
by name, login and so on.
Click on a user to see the user details, and any delegates they may have. For more information
about delegates and security, see Security in the Portal.
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Note An external user can delete other users, but to avoid accidental lockout they cannot delete
a local user if it is the only local user on the account.
Creating a New User
To create a new user:
1. In the Users tab, at the top right, click on the Add User button. The Add User pane opens.
2. Enter the following details:
· Username The user's unique login name.
· Name A name that identifies the user. This will usually be their forename and surname.
· Email Optional.
3. Click Create User. The Portal will return a Token URL. Do not close this window!
4. Copy the token URL and store it securely. Once you have saved the token URL, it is safe to
close the window.
Note The token URL will expire after 7 days. If the token URL expires or is lost, you can create
a new one using the steps described in Resetting a User Password.
The new user must now activate their user login. You will need to provide the user with the following
details:
· Their username
· Your organisation's account name
· The token URL that was generated when creating their user login.

For more information on login activation, see Logging in.
Changing User Details
You can change a user's name or email address from the Users tab:
1. Click on the Edit icon. The Update User window opens.
2. Make the required changes, and click Update User.
You can also change your own login password from the user details shown at the top right of every
screen.
Resetting a User Password
Note A user's access to keyrings is based on their password. If you change another user's
password, that user will need to claim all their keyrings again. For more information, see
Accessing Keyrings. This does not apply if you change your own password from the user
information at the top right of the screen.
You can reset a user's login password or encryption password (for external users) from the Users
tab:
1. Click on the Clear password icon
2. Click Clear Password to confirm.

. The Clear Password window opens.
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3. The Portal will return a Token URL.
4. Copy the token URL and provide it to the user. They must use this token to create a new
password before logging in again.

External Users
It is possible to set up login to the Portal using external authentication from third-party systems.
Currently YellowDog may only integrate with Active Directory.
External authentication creates a 'stub' local login for each external user, which cannot be edited in
YellowDog. You can delete a stub user, but it will be recreated the next time the user logs into
YellowDog. External users cannot delete a local user if it is the only local user on the account, and
they also cannot manage the external authentication configuration. For more information on how
external users differ from local users, see Signing in as an External User and also the Implementation
Guide.
In order to set up external authentication, you must:
· Create an app registration for YellowDog in the Microsoft Azure Portal.
· Assign users and groups to the app.
· Add an Authentication for Active Directory in YellowDog.

Full instructions on setting up external authentication can be found in the Implementation Guide.
Managing External Authentication
The Authentication tab enables you to add and edit the account details used to authenticate
external users. In order to avoid accidental lockout, this tab is only visible when logged in as a local
user.
To manage external authentication:
1.
2.
3.
4.

Login to the YellowDog Portal with your local user login details.
Open the Accounts page, and click on the Authentication tab.
Click Add, or Edit to change an existing external authentication.
Enter or edit the following details:
· Enabled Use this to enable and disable Active Directory integration without losing your
authentication settings. When Active Directory integration is disabled, the Sign in with
Microsoft button will not appear on the login screen.
· Tenant ID Enter the Directory (tenant) ID as shown in the Azure Portal.
· Client ID Enter the Application (client) ID as shown in the Azure Portal.
· Client Secret Enter the client secret Value you created in the Azure Portal. If you cannot
recall the secret, you will need to create and enter a new one.
5. Click Update Authentication Property.
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Applications
An application is an overall piece of work that uses the YellowDog Platform to provide distributed
sources of compute for its component processes.
This topic describes creating applications and managing keyring access. For information on viewing
and managing existing applications (Work Requirements), see Managing and Running Applications.
The application object in the Portal essentially registers your application so that it can use the
credentials in your keyrings to access cloud providers and provision compute. An application
authenticates to a keyring using the application's API key.
You can manage application access from the Account page:
1. Open the Account page.
2. To view and delete applications, click on the Applications tab.
3. To manage an application's keyring details, click on the Keyrings tab. For more information,
see Accessing Keyrings
If your organisation has a lot of applications or keyrings, you may wish to click on a heading to order
the list.
Click on an application to see the application details, and any delegates it may have. For more
information about delegates and security, see Security in the Portal.
To create an application:
1. In the Applications tab, at the top right, click on the Create Application button. The Create
Application pane opens.
2. Enter the following details:
· Name A unique name to identify the application.
· Description Optional. This can be used to enter important information to help other users
identify or manage the application.
3. Click Create Application. The Portal will return an Application API Key. Do not close this
window!
4. Copy or write down the Key ID and Key Secret and store them securely. These details are
needed in order to enable this application to access keyrings.
5. (Optional) You can add the application to existing keyrings by clicking on the appropriate +
icons.
Once you have saved the API key details, it is safe to close the window.
Note YellowDog personnel have no access to your organisation's keyrings or applications. If
an API key is lost, it cannot be retrieved. Your organisation will need to generate a new API
key and re-add the application to all the required keyrings using the new key.
To create a new application key:
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1. In the Applications tab, click on the Regenerate key
icon against the relevant
application.
2. Copy or write down the Key ID and Key Secret and store them securely.
To grant an existing application access to a keyring, use the Keyrings tab. For more information,
see Accessing Keyrings.

Provisioning Compute
A full Compute Requirement specifies details such as the number of instances required, which cloud
providers they should come from, and the preferred strategy for distributing the request across those
providers. In order to simplify and standardise the provisioning process, most of this information is
configured in advance using Compute Requirement Templates. Once you have set up the
necessary templates, you can acquire compute simply by specifying the number of instances you
need.
For information on creating a Compute Requirement, see Making a Provisioning Request.
For more information on templates, see Compute Requirement Templates.
When setting up provisioning on YellowDog, you should:
1. Plan which users will need access to which credentials, and set up Keyrings accordingly.
2. Consider how you intend to use your templates, and therefore at which level to set instance
and image specifications.
3. Set up the required Images and Sources.
4. Set up the required Provisioning Templates, using the above items.
This will make it straightforward and quick to create Compute Requirements that fit your exact
requirements.

Compute Requirement Templates
Compute Requirement Templates, also called Compute Templates, simplify the process of making a
provisioning request by enabling you to reuse settings for multiple provisioning requests, such as
which providers to use, and how the instance count should be distributed between them.
Your organisation will need to set up one or more provisioning templates in order to create individual
provisioning requests. For more information, see Making a Provisioning Request.
There are two kinds of Compute Templates:
· Static Templates Static templates specify a static list of sources of compute to use in

provisioning. These are the simplest kind of template to set up and use. For more information,
see Creating a Static Template.
· Dynamic Templates Dynamic templates do not have a specific set of associated sources of
compute. Instead, they use a set of specifications to select the best Source Templates
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dynamically when a provisioning request is made (this is also called Best Source of Compute).
For more information, see Creating a Dynamic Template.
You can manage Compute Templates from the Templates page. In order to create a template, your
organisation must have set up one or more Sources of compute for it to use.
Provisioning Strategies
Both Static and Dynamic Templates include a Provisioning Strategy, which specifies how the
requested number of instances should be distributed between the selected Source Templates.
YellowDog currently offers three different strategies:
· Waterfall Provision YellowDog attempts to provision all the required instances using the first

source selected. If it cannot, it will provision as many instances as it can and attempt to
provision the remainder from the second source. It will continue to proceed in this fashion until
all instances are provisioned. This can be used to, for example, attempt to provision instances
with a high specification but fall back to a lower specification if not enough instances of the
higher spec are available.
· Split Provision YellowDog attempts to distribute the requested instances evenly across the
selected sources.
· Single Source Provision YellowDog attempts to provision all the required instances from a
single source. If it cannot, the request will fail. This strategy is not normally used except for
test purposes.
For more information, see the Implementation Guide and the YellowDog API.
Managing Compute Requirement Templates
You can manage all your Compute Requirement Templates from the Compute page. This lists all
the Compute Requirement Templates that are currently available on the Platform.
To create a new Compute Requirement Template, see Creating a Static Template or Creating a
Dynamic Template. For more information on the differences between Static and Dynamic
Templates, see Compute Requirement Templates.
If you have a lot of Compute Requirement Templates, you can click on one of the headings to order
the list by that column:
· Name The unique name of the requirement.
· Type Static or Dynamic.
· Strategy The Provisioning Strategy used by the template: Waterfall, Split or Single Source.
· Namespace YellowDog uses namespaces to group entities within the platform. If a Compute

Requirement Template has a namespace set, it cannot be used with Source Templates or
Applications within a different namespace.
You can also filter by specific values in some columns, using the additional down arrow to open the
filter options.
44

YellowDog © 2015-2022

44

YellowDog Platform Portal User Guide

Creating a Static Template
You can create a Static Template from the Templates page. For more information on this page, see
Managing Compute Requirement Templates.
To create a new Static Compute Template:
1. At the top right of the page, click the Add Static Template button. Alternatively, you can
create a new template based on an existing one by opening the existing template and clicking
the Copy link at top right.
2. Enter the following details:
· Name A unique name that identifies the template or its intended use.
· Namespace Optional. If set, the template will only be usable by Compute Requirements
within this namespace.
· Description Optional.
· Images ID Optional. The individual image or image family to use for instances
provisioned by this template, if the sources do not have an image specified at source
level. If any sources have an image value specified, they will not use this ID. Click in the
box to see a drop-down list of images available within YellowDog. For more information,
see Specifying an Image ID.
Note You should only set the Images ID if some or all of your Sources use wildcard IDs. If
all of your Sources use wildcard IDs, you may optionally leave this parameter blank and
instead allow the image to be specified by each individual Compute Requirement based
on this template. For more information, see Using Wildcards.
· User Data Optional. Data set here will be appended to any Source-specific User Data.

For more information see User Data.
Note Although User Data is optional for both the Compute Requirement Template and the
Source Templates, it should be set in at least one of these locations.
· Provision Strategy Type The way in which a Compute Requirement using this template

should decide how many instances to request from each of the available sources of
compute. The most commonly used strategy type is Waterfall Provision.
· Sources The Source Templates to use for a provisioning request based on this template.
A Source Template is a combination of cloud provider and region. Click Show source
library to view and add Source Templates. From the Source library, you can click on a
Source to view its details in a popup. It is possible to add the same Source Template
multiple times to create Sources with different settings, for example if you want to
provision different instance types within the same provider and region. For more
information, see Managing Sources.
3. Configure your Source Templates.
· Instance Type Use the dropdown to select from the machine specifications available on
your chosen provider, such as A4 v2 or ecs.n1.large. If the Source Template has a
wildcard Instance Type (*), you must specify an Instance Type here. If the Source
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Template already has a specified Instance Type, you should not set a new type here.
For more information, see Using Wildcards
· Image ID Specify an image to use with this Source Template, if required. This image will
be used in preference to any image specified in the template Images ID described
above. You should only specify an image if the Source Template specification uses a
wildcard Image ID.
Note If some of your Source Templates have a specified Image ID and some have a
wildcard (*), you must specify an ID to use for each wildcard Source Template either here
or in the template Images ID. For more information, see Using Wildcards.
· If using Waterfall Provision, drag the sources into your required order of preference.

4. Click Create template.
Creating a Dynamic Template
You can create a Dynamic Template from the Templates page. For more information on this page,
see Managing Compute Requirement Templates.
To create a new Dynamic Compute Template:
1. At the top right of the page, click the Add Dynamic Template button. Alternatively, you can
create a new template based on an existing one by opening the existing template and clicking
the Copy link at top right.
2. Enter the following details:
· Name A unique name that identifies the template or its intended use.
· Namespace Optional. If set, the template will only consider Sources within this
namespace.
· Description Optional.
· Images ID Optional. The individual image or image family to use for instances
provisioned by this template, if the sources do not have an image specified at source
level. If any sources have an image value specified, they will not use this ID. Click in the
box to see a drop-down list of images available within YellowDog. For more information,
see Specifying an Image ID.
Note You should only set the Images ID if some or all of your Sources use wildcard IDs. If
all of your Sources use wildcard IDs, you may optionally leave this parameter blank and
instead allow the image to be specified by each individual Compute Requirement based
on this template. For more information, see Using Wildcards.
· User Data Optional. Data to send to the instances at startup. This will be appended to

any User Data specified in the Sources.
Note User Data can be set at the Source Template, Compute Requirement Template
and/or Compute Requirement level. Although it is optional at each level, it should be set
in at least one of these locations in order to create the initialisation script that prepares
the instances to run Tasks.
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· Provision Strategy Type The way in which a Compute Requirement using this template

should decide how many instances to request from each of the dynamically selected
sources of compute. The most commonly used strategy type is Waterfall Provision.
3. Configure your parameters (Attributes) for selecting Sources. For more information, see
Managing Source Attributes.
Note Only Source Templates with a wildcard Image ID (*) will be considered by Compute
Requirements based on this template. For more information, see Using Wildcards.
· Source Trait Filters If desired, you can toggle the checkboxes to select or exclude

Sources with certain traits. Source Traits determine the actions that can be performed on
a Compute Requirement based on this template. For example, if you selected Can Stop
Start, the template would use only Sources whose instances could be stopped and
restarted, and you would also be able to stop and start the Compute Requirement as a
whole. For more information on Source Traits, see Understanding Sources.
· Source Count The number of sources that should be selected for provisioning requests
using this template.
Click the Show attribute library button at the bottom of the template to open the list of
available Source Attributes.
Select the Attributes to use as Constraints and Preferences. These are added to the
appropriate boxes.
· Constraints The settings that Sources must have in order to be selected for a Compute
Requirement. The Attributes you selected as Constraints appear in this box. Enter or
select the values that should be used to select Sources.
· Preferences If the selected Constraints provide more Sources than required, your
Preferences will be used to select the Sources actually used in the Compute
Requirement. They will also set the order of Sources for a Waterfall Provisioning Strategy.
The Attributes you selected as Preferences appear in this box. Select the rank order (for
example, 'Prefer Lower' for a cost attribute) or enter specific values or a RegEx pattern.
Use Weighting to set the relative importance you place on your preferences. For
example, if cost is very important to you but you would also slightly prefer instances from
a specific provider, you might set 5 stars for the cost attribute and 1 star for the provider
attribute.
4. Click Create template.
After creating your template, you can test it to see which Sources a Compute Requirement using it
might select. This enables you to ensure that your Constraints, Preferences and Images are set up
correctly. Click on the Test Template button to view the Best Compute Source Report for the
template. Depending on your Template, you may need to set a set a Namespace and/or ImageID
in order to simulate source selection and view the report.
User Data
User Data is data that YellowDog will send to the instances at startup. This is an initialisation script
created from the User Data field in the Source Template, with the User Data field in the Compute
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Requirement Template appended. This enables you to perform Source-specific initialisation,
followed by any actions required by this Compute Requirement more generally.
Your User Data can include some basic templating, using Mustache's logic-less syntax. This
enables you to pass in the following values:
· imageOs
· provider This will be one of: ALIBABA, AWS, AZURE, GCE, OCI
·
·
·
·

region
instanceType
sourceName
sourceType

Simple boolean logic is also supported. For example, provider:AZURE would evaluate to either
true or false. Note that lower case is recognised as well as the literal capitalization, and so
provider:azure would also evaluate as true if the provider was AZURE.
For more information on using Mustache, see the Mustache documentation.
Example
{{#imageOs:linux}}
#!/bin/bash
echo 'This is a LINUX instance from {{provider}}'
{{/imageOs:linux}}
Custom Instance Tags
Instance tags are supported by cloud providers as a way to categorise and manage your instances.
On some providers, they may also be called instance labels. Each instance tag consists of a
key:value pair.
YellowDog enables you to use up to 15 custom instance tags, by setting up to 5 on a Compute
Source, Compute Requirement Template, and Compute Requirement. Like User Data, these are
combined at the time of provisioning. If a Compute Requirement contains two different values for the
same key (for example, if you specified the same key name on both a Compute Source and the
Compute Requirement Template, but with different values) the requirement will be rejected.
Each provider uses a slightly different format for its instance tags. In order to ensure that any tags
you specify can be accepted by all cloud providers, YellowDog enforces the most restrictive
combination of these formats. Instance tag keys and values must conform to the following rules:
· No longer than 63 characters each.
· Contain only lowercase alphanumeric characters (abc123), underscores (_) and hyphens (-).

They must not contain spaces.
· Not start with ydc- as this is reserved for instance tags used internally by YellowDog.
· A key (but not a value) must start with a letter.
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Managing Sources
A Source in YellowDog is a specific source of compute. An individual Source defines the cloud
provider, the credentials used to access that provider, the specification of the instances required,
and the images to use on those instances.
The Sources used in a Compute Requirement are created using Source Templates that enable the
instance and/or image specification to be set by the individual Compute Requirement or Compute
Requirement Template. YellowDog recommends that you read through the Provisioning Templates
and Using Wildcards sections before setting up Source Templates.
You can manage Source Templates from the Sources page.
To create a new Source Template, see Creating a Source Template.
If you have a lot of Source Templates, you can click on one of the headings to order the list by that
column:
· Name The unique name of the Source Template.
· Provider The cloud provider that supplies the instances when using this Source Template.
· Source Type The cloud provider option used for this Source, such as AWS Spot or AWS

Fleet.
· Namespace YellowDog uses namespaces to group entities within the platform. If a Source
Template has a namespace set, it cannot be used by Compute Requirements or Applications
in a different namespace.
You can also filter by specific values in some columns, using the additional down arrow to open the
filter options.
Creating a Source Template
You can create a Source Template from the Sources page. For more information on this page, see
Managing Sources.
To create a new source of compute:
1. At the top right of the page, click the Add Source Template button. Alternatively, you can
create a new template based on an existing one by opening the existing template and clicking
the Copy link at top right.
2. Enter the following details:
· Name A unique name that identifies the source or its intended use.
· Namespace Optional. If set, the source will only be usable by Compute Templates and
Compute Requirements within this namespace.
· Description Optional.
· Attributes Optional. Enables you to assign user-defined Attribute values to the Source
Template. For example, if you had a user-defined Attribute of 'Security', you could set
each source you create as high, medium or low security. You could then configure your
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Dynamic Templates to use this information when selecting the sources to use for
provisioning a Compute Requirement. For more information, see Managing Source
Attributes.
· Source Type The cloud provider and general instance type, such as AWS Spot or
Azure Scale Set. After you have selected a Source Type, you will be able to enter the
specific details required for that type.
3. Enter the source-specific details. For more information, see the cloud provider's
documentation. The following details are included for every source:
· Credential The credential to use to access this source, in the format
Keyring/Credential.
· Images ID The individual image or image family to use for instances provisioned from
this source. You can leave this set to Allow Any Image ID to use an ID set in the
Template or Compute Requirement instead. For more information, see Using Wildcards.
· Instance Type Use the dropdown to select from the machine specifications available on
your chosen provider, such as A4 v2 or ecs.n1.large. You can leave this set to Allow
Any Instance Type to use a type set in the Template or Compute Requirement instead.
For more information, see Using Wildcards.
· Limit The maximum number of instances that can be provisioned from this source.
· Region Use the dropdown to select from the regions available on your chosen provider,
such as eu-west-2 or europe-west2.
· User Data Optional. Source-specific data to send to the instances at startup. A Compute
Requirement Template using this Source may append its own User Data to this script.
For more information, see User Data.
Note Although User Data is optional for both the Compute Requirement Template and the
Source Templates, it should be set in at least one of these locations in order to create the
initialisation script that prepares the instances to run Tasks.
· Instance Tags Optional. Up to 5 key:value pairs that you can use to identify and manage

instances from this Source. For more information, see Custom Instance Tags.
Some source-specific details are more complex than others. For further information about
adding an AWS Fleet Source Template, using OCI flexible shapes, and more, see Source
Specific Details.
4. Click Add Source.
YellowDog automatically determines what Source Traits apply to this Source Template, and displays
this at the top right of the page. For more information about Source Traits, see Understanding
Sources. This Source Template is now available for use by one or more Compute Requirement
Templates.
Note If you edit or remove a Source Template you should check whether it is necessary to
update any of the Static Templates that use that Source Template.
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Using Wildcards
Sources can use wildcards (*) for their Instance Type and/or Image ID settings. Wildcards enable
those values to be specified by the Provisioning Template or Compute Requirement instead of within
the source itself.
Whether these settings use static values or wildcards determines which templates can use the
Source, and how the template or Compute Requirement should be configured:
· Instance Type If the source uses a wildcard, then if you want to use the source in a static

template the Instance Type must be specified in the template.
· Image ID
o If you want the source to be available for use by dynamic templates, the ID must be a
wildcard.
o If a static template includes both sources with ID values and sources with wildcards,
the values for the wildcard IDs must be set within the template. They cannot be set by
the Compute Requirement.
o If a static template only includes sources with wildcard IDs, the values for the wildcard
IDs can be set either in the template or by the Compute Requirement.
For more information on static and dynamic templates, see Provisioning Templates and the
Implementation Guide.
Source Specific Details
When adding a new Source Template, the parameter names are normally the same as as in the
provider's API. Where the API is more complex, or includes parameters that are conditional on other
settings, the YellowDog Portal may only show the parameters that are relevant to the options you
have selected.
This section provides further information on configuring and using some specific sources of
compute.
Using Spot Price Limits
Several of the Compute Source Types enable you to set a maximum currency amount to spend on
each individual spot instance. The currency itself is not specified in the user interface because it is
set by the provider API. All APIs currently supported set their Spot Price Max / Spot Price Limit in
USD.
AWS Fleet Compute Source
When creating an AWS EC2 Fleet source, some parameters are not available until you select the
Instance Purchase Options. This parameter merges several parameters from the AWS EC2 API
that specify your preferences for On-Demand or Spot instances. Only the options relevant to your
preferences will be shown (for example, if you select SPOT_ONLY you will not be able to set OnDemand parameters).
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To manage this source through the AWS user interface via EC2 Fleet self-maintenance, check the
Maintain Capacity option.
· Maintain Capacity on If you select this parameter, YellowDog will provision the fleet using the

maintain fleet request type. In this case you will not be able to reprovision instances from
this Source. That is because YellowDog is not managing these instances. You will, however,
still be able to increase the number of instances in the Compute Requirement (Scale Out).
YellowDog will send a request to AWS asking the fleet self-maintenance to provision additional
instances.
· Maintain Capacity off If you do not select this parameter, YellowDog will provision the fleet
using the instant fleet request type. In this case you cannot scale out, which means that you
cannot use this source in reprovisioning.
Tip If you want to be able to reprovision a Compute Requirement that uses AWS Fleet instances,
you can do so by combining two AWS Fleet Sources, one with and one without Maintain
Capacity. YellowDog will be able to manage the instances provided by the instant fleet, and
replace any instances lost by scaling out the self-maintaining fleet. For more information on
setting up Compute Requirements with multiple Sources, see Provisioning Strategies.
Google Cloud Bulk API
You can provision large numbers of instances through Google's Bulk API, using the GCE Instances
Compute Source. Note that if a Compute Requirement requests more than 1000 instances from this
Source, YellowDog will automatically create multiple requests. This means that YellowDog can only
ensure a minimum instance count if you set a Limit of less than 1000. If you do set a Limit,
YellowDog will automatically use the zonal bulk insert API instead of the regional one.
Oracle Flexible Machine Shapes
You can provision flexible machine shapes using either the OCI Instances Compute Source or the
OCI Instance Pool Compute Source.
To use flexible shapes, in the Shape (Instance Type) field, specify a flexible shape such as
VM.Standard.E3.Flex. You can then set your CPU and RAM requirements using the Flex
OCPUs and Flex RAM (GB) parameters.
Note YellowDog does not validate the flex configuration, so YellowDog recommends that you
double check the latest Flex API before saving your Source Template. An invalid Source
Template will generate Source errors in the Portal and the logs when a Compute Requirement
that uses it is submitted.

Managing Images
In order to run software in the cloud, all the software and configuration elements you require must be
installed on the cloud servers using a machine image. As part of provisioning, YellowDog configures
your instances with an image that you specify. For more information on making provisioning
requests, see Provisioning Compute.
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To use a specific image that is registered with a provider, you can simply specify the provider's
unique image reference as the Image ID in the Source, Static Compute Template (not Dynamic) or
Compute Requirement.
You can also manage your images using the YellowDog Image Service. The Image Service enables
you to use a single Image ID to automatically select, from a set of images, the image that is
compatible with your source. It also enables you to use YellowDog to provision on-premise
instances.
For more information on using the Image Service to reference images, see The YellowDog Image
Service.
For information on how to create, update and delete your images within the Portal, see Using the
Images Page.
There are also videos showing how to use the YellowDog Image Service at at
https://yellowdog.co/user-videos/.
The YellowDog Image Service
The YellowDog Image Service enables you to use a single Image ID to refer to a set of images that
provide similar functionality, but on different cloud providers and regions. If you specify a family or
group of images in a Static Template or Compute Requirement, the Image Service will select the
correct image for each of the Sources used in your provisioning request.
Images are grouped as follows:
· Image Family A set of images that provide the same functionality on the same type of

operating system, but on different providers and regions. An Image Family contains one or
more Image Groups, each group containing images of a specific version.
· Image Group Image Groups provide versioning. An Image Group consists of a set of images
that are all at the same version.
· Image Each individual image belongs to a specific Image Group within an overall Image
Family.
Specifying a YellowDog Image ID
When specifying the image to use within a Source, Template or Compute Requirement you can refer
to a YellowDog image, group or family:
· Image The image service will attempt to use the specific image. You should ensure that this

image is compatible with the Source or Sources it is to be used on.
· Image Family The image service will automatically select the most recent image group, and
use the correct image for the Source from within that group.
· Image Group The image service will automatically select the correct image for the source
from within the specified group (version).
You can reference the relevant Image Service object using either its YellowDog ID or its name within
the YellowDog Image Service. The name is specified in the following format:
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yd/namespace/family[/group[/image]]
For example, an Image ID yd/MyProject/MyImages/v1_1 would use the YellowDog Image
Service to automatically select the correct image for each source from within the v1_1 group of the
MyImages image family.
Note If the selected Image Group does not contain a compatible image for one of the Sources
that is using it, that Source cannot be used in provisioning. A Compute Requirement that uses a
Dynamic Template will attempt to continue provisioning with the remaining Sources, but a
Compute Requirement that uses a Static Template will fail with an error.
Using the Images Page
You can manage your images from the Images page. This lists all the Image Families that are
currently available on the Platform. Click on an Image Family to see the Image Groups and Images it
contains. To add a new Image Group or import an Image, see Importing an Image.
If you have a lot of Image Families, you can click on one of the headings to order the list by that
column:
· OS The operating system used by the Image Family.
· Name The unique name of the Image Family.
· Namespace YellowDog uses namespaces to group entities within the platform.
· Access Whether these images can be viewed and used by other accounts within this

YellowDog Platform.
You can also filter by specific values in some columns, using the additional down arrow to open the
filter options.
Before you import an individual image to YellowDog, you will need to set up the parent family and
group.
To create a new Image Family:
1. At the top right of the page, click the Add Image Family button.
2. Enter the following details:
· Name A name that identifies the family, unique within the namespace. This may indicate
the intended use of the images in the family.
· Namespace Enter a namespace for the family to be used within. Any Compute
Requirement that uses this family will need to be within the same namespace.
· Operating System The operating system type (such as Windows or Linux) to which all
the images in this family will belong.
· Access This should be Private, to restrict use of this image to within your organisation.
Public images are normally used by YellowDog to make images available to multiple
clients.
· Add Metadata Optional. You can use this parameter to enter pairs of custom values if
required, or Import Metadata JSON to import existing metadata in JSON format.
3. Click Create Image Family.
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To add groups (versions) and images to this family, see Importing an Image.
Importing an Image
From an Image Family details tab, you can view the Image Groups and Images within the family.
Click on an Image Group to expand its details, including a list of the Images it contains. To view
information about the Family, such as its namespace, click on Image Family Details to expand the
details.
Before you can import an individual image to YellowDog, you need to set up the parent family and
group, if these do not already exist. You can create a new Image Family from the Images page. For
more details, see Using the Images Page.
To create a new Image Group (version):
1. On the Images page, in the Image Families list, select the family that this group should
belong to. The Image Family will open in a new tab.
2. At the top of the Image Groups list, click Add.
3. Enter the following details:
· Name A name that identifies the group, unique within the family. This is normally the
version.
· Add Metadata Optional. You can use this parameter to enter pairs of custom values if
required.
4. Click Create Image Group. You can now add images to this group.
Note If you need to create multiple Image Groups within a family, you should create them in
version order, from oldest to newest. This will enable the Image Service to correctly identify the
latest Image Group when provisioning.
To import an image to be used by YellowDog:
1. On the Images page, in the Image Families list, select the family that this image should
belong to. The Image Family will open in a new tab.
2. In the Image Groups list, select the group (version) to add the image into.
3. In the Images pane below the group, click Add.
4. Enter the following details:
· Name A unique name that identifies the image.
· Cloud Provider Select the provider with which the image is registered.
· Provider Image ID The reference used by the provider for the image.
· Regions Use the dropdown to select the region or regions in which the image is
registered, such as eu-west-2 or europe-west2.
· Supported Instance Types Optional. You can use the dropdown to select from the
Instance Types available on the selected provider. If you leave this blank, the image is
assumed to be valid for all Instance Types.
· Metadata Optional. You can use this parameter to enter pairs of custom values if
required.
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5. Click Create Image. This image is immediately available for YellowDog to use in
provisioning.

Managing Source Attributes
Attributes are items of information that can be used to filter sources of compute. They are used in
Dynamic Templates to select the Sources to use in provisioning. For more information on Dynamic
Templates see Compute Requirement Templates and Creating a Dynamic Template.
There are three types of Attribute:
· User Attributes Custom information or tags that can be manually added to Source Templates.

For information on adding an existing User Attribute to a Source Template, see Managing
Sources.
· Source Attributes Information about the Source Template itself, such as its cloud provider or
whether there is a maximum number of instances that can be provisioned with this Template.
· External Attributes Information about sources that is provided by an external information
source, such as the YellowDog Index (for clients with this product licensed).
To create a new User Attribute:
1. Click Add Attribute. The Add Attribute pane opens.
2. Enter the following details:
· Name A text string to be used as part of the Attribute's unique ID.
· Title The attribute name that will be shown to users.
· Description Optional. A short explanation of what this Attribute is or how it should be
used.
· Attribute Type Whether the values that this Attribute can have are text (String) or
numbers (Numeric). For example, if you wanted to create an attribute Security with the
possible values High, Medium and Low you would use the type String.
3. Add the possible values for this Attribute.
· Units Used for numbers. Optionally enter the units, for example cents.
· Default Rank Order Used for numbers. The default order of preference that is set when
this Attribute is added to a Source Template.
· Range Used for numeric attributes where the valid values form a complete range (for
example, 1-10). Enter the minimum and maximum valid values for this attribute. If the
attribute uses specific number values, click Options.
· Options Used for strings and for numeric attributes where only specific numbers are
valid. Enter a value in the box (for example, High) and click Add. A new box appears
automatically for adding the next value.
4. Click Create User Attribute. You can now add this Attribute to Source Templates and use it
to set Source specifications in Dynamic Templates.
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Managing Cloud Provider Credentials
The credentials for each cloud provider are stored, accessed and used by means of a secure
Keyring. Once you have created a keyring, you can enable those credentials to be used for
provisioning by specific applications and users belonging to your organisation.
The information within a keyring is never stored or transmitted unencrypted. When you create a
Keyring, YellowDog provides an API key that can be used within an application in order to access the
cloud provider accounts within that Keyring. For more information about the principles behind
Keyrings, see Security.
To view and manage the users, applications and cloud credentials associated with your
organisation's YellowDog account, use the Account page.
· To manage cloud credentials, click on the Keyrings tab.
· To manage users, click on the Users tab.
· To manage applications, click on the Applications tab.

YellowDog Administration
The YellowDog Portal provides a number of useful features for managing and monitoring use of the
YellowDog platform. These include:
· Usage allowances
· Usage reports
· Logs from YellowDog services and from worker nodes.

Security in YellowDog
YellowDog has been designed with your organisation's data security in mind. In order to avoid
exposing user and application passwords more than is strictly necessary, YellowDog services never
store passwords, and uses one-way hashes for authentication purposes.
Access to Keyrings
All cloud provider access credentials are stored within keyrings. When a user claims access to a
keyring, they create their own personal access to that keyring by encrypting the keyring password
with their own user password. This means that no other user can use those details even if they
somehow become compromised.
If a user changes their password through the Portal, their keyring access is updated to use their new
password. If their password is reset by an administrator, all their existing keyring access becomes
invalid and they must claim access again.
Application access to keyrings follows a similar principle. Each application has its own access to the
keyring, encrypted using that application's API key.
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57

57

YellowDog Platform Portal User Guide

For information about managing Keyrings, see Keyrings.
Access Delegates
A user or application may need repeated access to a keyring. For example, an application may
need the compute service to regularly check the status of the relevant compute requirement, or to
claim new instances to maintain the instance count. In order to avoid storing or repeatedly exposing
the application's keyring password, microservices that need to use cloud credentials are delegated
access. This provides them with their own short-term password that can be used to gain access to
the relevant keyring via their parent's permissions, but without using the parent's password.
The number of delegates currently using an application's access is shown in the Applications tab
within the Account menu.
To see brief details of delegates, such as which service created them and why, open the individual
user or application.

Usage Allowances
Allowances enable your organisation to limit the compute hours used by specific users, namespaces
(projects), Source Templates and so on. If multiple Allowances apply to an item, then access to
compute ends once any of the Allowances have been reached. For example, Allowances may be
set both for a specific user and for a Provisioning Template. If the user attempts to provision using
this template, then once the template Allowance has been used up then the user cannot provision
any more compute with it even if they have not yet reached their user limit.
Note Once a limit has been applied to a Source in an active Compute Requirement, deleting the
relevant Allowance will not remove the limit.. However, new Compute Requirements will be
unaffected by the deleted Allowance.
You can view and manage any Allowances on your system from the Allowances page. This page
provides a summary of the Allowances on your system, showing the following details:
· Allowance Type This indicates the type of item whose usage is restricted by the Allowance.

For a full list of items that can be limited and the Types that can be used to limit them, see
Allowance Types.
o Account Allowance A limit that applies to the total compute used by your
organisation's account.
o Requirement Allowance A limit that applies to the compute used by a specific
Compute Requirement.
o Requirements Allowance A limit that applies to the total compute used by a specific
user, application, Compute Requirement Template or namespace.
o Source Allowance A limit that applies to the compute used by the specific instance of
a source within a specific Compute Requirement.
o Sources Allowance A limit that applies to the total compute used by a specific
credential, provider, region, instance type or Source Template.
· Allowed Hours
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· Remaining Hours
· Type A Hard allowance will terminate all instances affected by the Allowance. A Soft

allowance will only prevent new instances being provisioned.
· Effective From
· Effective To
· Reset Frequency How often the Allowance is renewed.
You can click on an Allowance to see further details (such as the ID of the object that created it, or
details specific to the individual Allowance Type) displayed in a pane below the summary list.
For information on creating Allowances, see Creating an Allowance.

Allowance Types
Allowances can be applied to the following items:
· Account An Allowance that will apply to the total amount of compute used by your YellowDog

account. This requires an Account Allowance Type.
· Application An Allowance that will apply to all requirements created by a specific application.
This requires a Requirements Allowance Type.
· Compute Requirement An allowance that will apply only to a specific Compute Requirement.
This requires a Requirement Allowance Type and cannot be created within the Portal.
Note The Requirement Allowance Type (singular) should not be confused with the
Requirements Allowance Type (plural).
· Credential An Allowance that will apply to all Sources that use a specific credential. This
·
·
·
·
·

requires a Sources Allowance Type.
Instance Type An Allowance that will apply to all Sources that use one or more specified
Instance Types. This requires a Sources Allowance Type.
Namespace An Allowance that will apply to all requirements within a specific namespace. This
requires a Requirements Allowance Type.
Provider An Allowance that will apply to all Sources from a specific cloud provider. This
requires a Sources Allowance Type.
Region An Allowance that will apply to all Sources from a specific set of Regions. This requires
a Sources Allowance Type.
Source An Allowance that will apply to a specific Source (not Source Template) used within a
Compute Requirement. This requires a Source Allowance Type and cannot be created within
the Portal.

Note The Source Allowance Type (singular) should not be confused with the Sources
Allowance Type (plural).
· Source Template An Allowance that will apply to all Sources that are based on a specific

Source Template. This requires a Sources Allowance Type.
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· Template An Allowance that will apply to all requirements created using a specific Compute

Requirement Template. This requires a Requirements Allowance Type.
· User An Allowance that will apply to all requirements created by a specific user. This requires a
Requirements Allowance Type.
Allowances that cannot be created within the Portal can be created using the SDK or Postman. For
information on using these, see the Implementation Guide.

Creating an Allowance
You can create any number of Allowances to restrict usage based on User, Application, Source
Template, or almost any other item within YellowDog. However if you wish to restrict usage to a
specific Source (not Source Template) or Compute Requirement you must use either the SDK or
Postman. For information on using these, see the Implementation Guide.
To create a new Allowance using the Portal:
1. At the top right of the page, click the Create Allowance button.
2. Enter the following details:
· Allowance Type The Allowance Type to create. This determines the kinds of item this
Allowance applies to. The details that you need to enter will change depending on the
selected type. You can use the Portal to create an Account Allowance, Requirements
Allowance or Sources Allowance. For information on creating a Requirement Allowance
or a Source Allowance, please see the Implementation Guide.
· Description Optional. You can use this to record the reason for the Allowance, or a userfriendly summary of the items it applies to.
· Total Allowance The usage permitted, in hours. Whether this is a total usage amount or
a usage amount that renews at regular intervals is set using the Reset Type and Reset
Interval. If creating an Allowance that will automatically shut down instances, YellowDog
recommends that you set a Total Allowance lower than your desired limit, and add a
grace period that enables users to act before shutdown begins.
· Effective From The date and time that Allowance usage should be calculated from. This
must be in the past. Note that the new Allowance applies retroactively, so if relevant
compute has been provisioned since the effective date the Allowance may already be
partially used, or even exceeded. The default is the current time, in which case the
Allowance will only apply going forwards.
· Effective Until Optional. The date after which compute will no longer be limited by this
Allowance.
· Reset Type Whether this Allowance should renew at regular intervals, specified in either
days or months. The default is None, in which case this Allowance is a total usage
amount.
· Reset Interval The time period in days or months (depending on Reset Type) at which
this Allowance should renew. For example, a Reset Type of Days and Reset Interval
of 7 would create a weekly Allowance.
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· Limit Type What happens when the Allowance limit is reached. A Hard allowance will

terminate all instances affected by the Allowance. A Soft allowance will prevent any new
instances being provisioned, including automatically through the Auto Reprovision
setting, but permit existing instances to continue running.
· Grace Period For a Hard Allowance, this creates a short period after the Allowance has
been reached before YellowDog begins to shut down instances. For example, if you
specified a Total Allowance of 100 hours with a Grace Period of 10 minutes, instances
would not actually begin to shut down until 10 minutes after the 100 hour limit was
exceeded. This enables users to act (for example, to request more usage or to end tasks
cleanly) before they lose compute.
· Monitored Statuses You can choose to specify that, for example, the time instances
spend Pending or Terminating does not count towards the usage limit. By default, all
statuses are counted towards the Allowance.
3. Specify the item whose usage should be limited by this Allowance. The items you can specify
are based on your Allowance Type:
· Sources Allowance Specify one or more of the following items: Source Template ID,
Credential Name, Provider, Regions, Instance Types. If you specify more than one item,
then compute used by any of these items will count towards the same Allowance.
· Requirements Allowance Specify one or more of the following items: Created from
Compute Template, Created by User, Namespace, Tag. If you specify more than one
item, then compute used by any of these items will count towards the same Allowance.
3. Click Add Allowance.
The new Allowance is immediately applied to all the compute that has been used by the specified
items since its Effective From time.

Viewing Reports and Statistics
You can view information about the instance time used by users, applications and so on from the
Usage page.
YellowDog provides multiple ways to see information about your compute. You may also find the
following useful:
· To view detailed information about specific compute requirements and instances, use the

Compute page. For more information, see Managing Instances.
· To view system logs, use the Logs page. For more information, see Viewing Log Information.
By default, the Usage page shows today's total server usage. Below this is a list of the sources
contributing to that usage, ordered alphabetically by source name. Hover over the timeline at the
right of a source to view a graphical summary of instance statuses contributing to that source's
usage.
Use the Date option to select the time period over which usage should be calculated.
Calculating usage for specific objects or states
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To select specific users or applications to view usage for, click Created By at the top of the page
and select the user or application.
To select specific namespaces or compute requirements to view usage for:
1. Click Filter by Namespace/Compute Requirement near the top of the page. This
expands a list of namespaces. To view a specific compute requirement, first select the
namespace used by that requirement.
2. Select a namespace. A panel opens showing the compute requirements within that
namespace.
3. Select one or more compute requirements.
4. Select further namespaces and compute requirements if desired.
5. The usage information updates automatically with each selection. To minimise the filter pane,
click Filter by Namespace/Compute Requirement again.
To select specific instance states to view usage for, click Status and select one or more instance
states from the drop-down. For more information about instance states, see Managing Instances.
You can also filter the usage list by provider, region, instance type or source. Use the additional
down arrow next to the appropriate heading to select the items to view.
Working with the usage list
You can change how usage time is shown using the Time Format drop-down:
· Human-Readable Shows usage in days, hours and minutes. For example, 76 days, 20

hours, 36 minutes. This is the default.
· Duration Shows usage in hours, minutes and seconds. For example, 1844:36:07.
Viewing more detailed usage information
You can access more detailed usage information by downloading it in CSV format.
To download usage information:
1. Click on the Download button at the upper right.
2. When prompted by your browser, select where to save the zip file.
The zip file includes three CSV files:
· A usage summary similar to the information available on screen.
· Details of the Compute Requirements that exist for your organisation's account.
· Details of the instances that have been started by your organisation.

If desired, these files can be viewed in Excel or other standard spreadsheet software.

Viewing Log Information
You can view and download log information for all your compute requirements and other items from
the Logs page.
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By default, the Logs page shows the most recent 50 of all the log messages received by your
organisation's account during the previous 30 minutes. You can receive live updates (which also
removes the oldest entries) by checking the Live option. Right-click on an individual log message to
see additional options.
You can select log entries to view in this page using one or more of the following criteria:
· Specific entity To view all log entries about a specific compute requirement, application or

other item, click Filter By Entities and enter the unique ID for that item. The unique ID
normally begins with 'ydid:'.
Note You can right-click in a log message to immediately filter by any of the entities mentioned
in that message.
· Log message text To view all log entries that contain a specific word or phrase, click Filter By

Text and enter a string to search for.
· YellowDog service To view all log entries from a specific service or entity type (such as the
Compute Service or workers), click Source and select the message source from the
dropdown. Available sources are:
· Account Service This includes changes to credentials and keyrings.
· Compute Service
· Images Service
· Object Store Service
· Scheduler Service
· Usage Service
· Worker When the log level is set to Debug, worker logs include the bitrates for upload
and download.
· Log level By default, this page shows Info level logs, which provide detailed information on the
progress of most system activities. The options available are:
· Debug The most verbose level. Shows all log entries.
· Info Shows Info, Warn and Error entries.
· Warn Shows Warn and Error entries.
· Error The least verbose level. Shows only Error entries.
You can change the formatting of the log messages shown using the following settings:
· Max. Items It is possible to view up to 1000 log entries on this page. Note that long lists of log

entries may be slow to load.
· Show Timestamp By default, all log entries are prefixed with their date and time. When the
timestamp is removed, log entries are still shown with the most recent first.
· Wrap Lines When this is deselected, each log entry is shown on a single line and a horizontal
scroll bar appears if necessary.
· Align Items Select this to use a constant width for columns such as log source and debug
level. This can make it easier to scan through a long list of entries.
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To save the current list of messages to your computer:
1. Click on the menu icon (three dots) at the upper right.
2. Click Download Logs.
The logs will be saved as a text file to the location you select. You can also copy an individual log
message's message text by right-clicking.

Troubleshooting
YellowDog normally runs smoothly, and can deal with some straightforward and common issues
(such as 'zombie' Compute Requirements) internally. However, even with the best-designed
software sometimes a problem will occur. If this happens, there are some steps you can take
yourself before contacting YellowDog Support.
· For a problem with an individual Compute Requirement, view the Compute Requirement

details. From this page, you can see whether the problem is caused by a specific instance or
cloud provider.
· Use the Logs page to find any relevant log messages. You can filter the system logs by entity,
YellowDog Platform service and so on. Once you have identified relevant messages, you can
download these for further investigation or to send to the YellowDog Support team.
· If YellowDog informs you that one or more sources in a Compute Requirement are exhausted,
you can check the Allowances page to find out which usage limits have been reached. You
may then choose to use an alternative configuration for provisioning, add a boost, or contact
YellowDog if required.

Glossary
Advanced Worker Pool A Worker Pool that has been configured to contain multiple Node Types, or
that has been configured to perform specific actions on its Nodes in response to Nodes being added
to or removed from the pool.
Account An organisation's access to the YellowDog Platform. An organisation can restrict use of its
account and the items within it by creating individual Users.
Allowance A setting that limits the amount of compute that can be used by a User, Compute
Requirement, Source or other item.
Application An overall piece of work that runs using the YellowDog Platform to provide sources of
compute. See also Work Requirement.
Auto Scaling If a Worker Pool is set to Auto Scaling, the YellowDog Platform may automatically
provision and deprovision instances as required to supply the correct number of Workers for the
Tasks currently on the system.
Compute Requirement A request to provision sources of compute, using a specific Compute
Requirement Template.
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Compute Requirement Template Also sometimes called a Compute Template or Provisioning
Template. Contains information about instances that can be provisioned (Sources), which may be on
multiple cloud providers, and the strategy for distributing the required number of instances between
these sources.
Credential The details required to access compute on a specific cloud provider. Credentials are
accessed using Keyrings.
Delegate A service or microservice that has been given the ability to use a Keyring via its parent
Application or User's access.
Encryption Password A password that enables an external user to set up encrypted Keyring
access.
External User A user that signs in to the Portal via integration with a third party system such as
ActiveDirectory.
Keyring A set of Credentials that can be used to access sources of compute from a cloud provider.
Any given credential may be included in multiple keyrings. Compute Requirements and Applications
use keyrings when provisioning instances.
Image Family A set of related machine images. Using image families can simplify the process of
provisioning across multiple cloud providers.
Image Group A set of related machine images that are all at the same version. There may be
multiple Image Groups within an individual Image Family.
Meta Scheduling Using an external scheduler such as Slurm in addition to the YellowDog scheduler.
This is normally configured using an Advanced Worker Pool.
Namespace YellowDog uses namespaces to group entities within the platform. For example, an
application can only access objects that are uploaded to the same namespace. Namespaces can
be used to separate entities belonging to different projects.
Namespace storage configuration An item used to map a YellowDog namespace to a third party
object storage location.
Node A compute instance that is registered with the Scheduler and can be used to run one or more
Workers.
Scheduler The YellowDog service that manages the distribution of computing jobs across workers.
Source A specific combination of cloud provider, region, instance type etc from which compute is
sourced. Each actual source used in a Compute Requirement is based on a Source Template that
may leave certain values blank to be filled in at provisioning time.
Task The smallest unit of a computing job, which can be run on a single worker.
Task Group A collection of Tasks with similar properties. Task Groups may depend upon the output
of other Task Groups in order to run.
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Transitive access Access to an object, such as a keyring, via another entity's permissions.
User A specific Portal login within the organisational account. An organisation can set up as many
users as required.
Verification A process in which YellowDog may check whether required resources exist before a
Task attempts to run.
Work Requirement A specific computing job, which may include multiple Task Groups. A work
requirement also defines the way in which the scheduler service should run its Task Groups and
Tasks.
Worker A cloud process that can run Tasks. Multiple Workers can run on a single Node (instance).
Worker Pool A set of Workers running on a group of instances (Nodes) that was provisioned, and
may be maintained, by a single Compute Requirement. See also Advanced Worker Pool.

Contacting YellowDog
If you need any more information or advice, please don't hesitate to get in touch. YellowDog can be
contacted in the following ways:
· Email support@yellowdog.co
· Telephone +44 (0)330 223 2499
· Office address

YellowDog
Runway East
1 Victoria Street
Bristol
BS1 6AA
UK

Licensing Agreement
This YellowDog Licence Agreement ("Licence Agreement") is a legal agreement between You (either
an individual or an entity) and YellowDog, a private company limited by shares incorporated and
registered in England and Wales with company number 09381071 whose registered office is at:
Engine Shed
Station Approach
Bristol
BS1 6QH
In this Agreement “YellowDog Platform Software” means the computer software that is used to
connect to on-premise or cloud resources via the YellowDog Platform and to transfer data and
workload tasks to and from those resources.
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By clicking on the "Accept" button, installing or otherwise using the YellowDog Platform Software,
You agree to be bound by the terms of this Licence Agreement. If You do not agree to the terms of
this Licence Agreement, click on the "Cancel" button and/or do not install or use the YellowDog
Platform Software.
1

Definitions

1.1 In this Licence Agreement the following terms shall have the meanings set out opposite
them:
· Cloud Service Provider: Companies that establish public clouds, manage private clouds, or

offer cloud services such as Infrastructure-as-a-Service (IaaS), Platform-as-a-Service (PaaS),
and Software-as-a-Service (SaaS).
· Confidential Information: Means all materials, data and other documents (including the

YellowDog Software and Documentation) which are disclosed from time to time by one party to
the other in fulfilling the provisions and intent of this Licence Agreement and the Contract for
Access.
· Contract for Access: Means the Contract for Access to YellowDog Software signed or to be

signed by you which sets out Your details, the Licence Period, Fees and certain other matters
and which incorporates the documents referred to therein.
· Contract Year: Means each twelve (12) month period following the execution or an

anniversary of the execution of the Contract for Access
· Documentation: Means the electronic or online documentation describing the functionality and

use of the YellowDog Software which may comprise operating manuals, user instructions,
technical literature or other related materials.
· Fees: Means the fees due to YellowDog in consideration of the licence granted to access and

use the YellowDog Software and the Documentation as set out in the Contract for Access.
· Insolvency Event: (a) an order is made by a court of competent jurisdiction or a resolution is

passed for Your administration (other than for the purpose of a bona fide amalgamation,
merger or reconstruction); or (b) the presentation of a petition for Your winding up, which
petition is not dismissed within twenty eight (28) days; or (c) the appointment of a receiver and
manager, a trustee in bankruptcy, a liquidator, a provisional liquidator, an administrator or other
like person of the whole or any part of Your assets or business.
· Instance: A computing resource managed by the end user, either used under licence directly

from Cloud Service Providers or through YellowDog or owned by the customer.

YellowDog © 2015-2022

67

67

YellowDog Platform Portal User Guide

· Intellectual Property Rights: Means patents, trade marks, rights in goodwill, copyright,

database rights and rights in designs (whether registered or unregistered).
· Law: Any applicable law including the common law, statute, bye-law, regulation, order,

regulatory policy, guidance or industry code (to the extent binding), rule of court or
requirements of any regulatory body, delegated or subordinate legislation or notice of any
regulatory body.
· Licence Period: Means the period during which you are licensed to access and use the

YellowDog Software as set out in the Contract for Access.
· Qualified Use: means: (a) to the extent you are copying or making available all or part of the

YellowDog Software; and (b) such copying or making available is licensed pursuant to this
Licence Agreement and the Contract for Access.
· YellowDog Agent: The computer software that is located on and launched on Cloud Service

Provider Instances or Your Instances to create, manage and destroy working processor threads
on the Instances for the purposes of workload execution requests communicated to the
Instance by the YellowDog Platform.
· YellowDog Platform: The computer software that may be used to launch, stop, restart and

terminate Cloud Service Provider and/or Your Instances, to submit workloads to the Instances
and to transfer data to and from Instances or data storage systems.
· YellowDog Software: Means the YellowDog Agent and the YellowDog Platform and any other

software as may be made available to You from time to time by YellowDog during the Licence
Period.
· You or Your: Means the entity named in the Contract for Access.

2

Licensed Use

2.1 In consideration of your payment of the Fees and Your compliance with the terms of this
Licence Agreement, YellowDog grants You a non-exclusive, non-transferable licence to: (a)
access and use the YellowDog Platform and, only to the extent specified in the Contract for
Access, copy and make available to your internal business users the YellowDog Platform on
your infrastructure or that of a Cloud Service Provider; (b) copy the YellowDog Agent for the
limited purposes of accessing and using the YellowDog Platform, in each case during the
Licence Period, according to the terms and conditions of this Licence Agreement and for the
purposes set out in this Licence Agreement and/or the Contract for Access but not further or
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otherwise.
2.2 You must not, and must not allow anyone else to copy access or use the YellowDog
Software or any of its processing nodes by uploading malicious software, nor reverse
engineer, decompile (in each case save to the extent permitted by Law), copy, adapt,
disassemble or create derivative works based on the YellowDog Software.
2.3 You must use the YellowDog Software for processing Your own data and for Your own
internal business purposes only. You must not use or attempt to use the YellowDog Software
(or permit any third party to): (a) to provide a data processing service to any third party by
way of trade or otherwise; or (b) contrary to any other restrictions stated in this Agreement.
2.4 You agree that: (a) You are solely responsible for any content and data that You and Your
users use in connection with Your (and their) access and use of YellowDog Software; (b) You
must comply with and ensure that all Your users comply with any reasonable instructions
provided by YellowDog from time to time in connection with the use of the YellowDog
Software and access and use of their account; (c) You shall not make or permit any
modifications to the YellowDog Software without YellowDog’s prior written consent; (d) You
shall be responsible for any access and use of the YellowDog Software by users, all charges
incurred (including those relating to any Cloud Service Provider) and compliance with all
terms and conditions by Your users; and (e) effect and maintain adequate security
measures to safeguard Your account details and any passwords/Multifactor Authentication
tokens to access the same.
3

Restrictions on Use

3.1 You shall not copy the YellowDog Software (except pursuant to the licence set out above)
nor attempt to clone the YellowDog Platform without YellowDog’s prior written consent.
3.2 You shall not acquire any right, title, copyright or other proprietary rights in the
COMPANYNAME%> Software or in any Documentation.
3.3 You acknowledge that the YellowDog Platform is a multi-tenanted environment and that
Your actions may impact other users. Accordingly You must not, by Your act or omission,
deliberately or negligently cause the performance of the YellowDog Platform to be adversely
affected or to cause loss or damage to other users of the YellowDog Platform.
4

Payment

4.1 Payment for use of theCLOUDDISTRIBPROD%> Software shall be annually upfront unless
agreed otherwise by YellowDog in writing. Unless YellowDog agrees otherwise in writing, no
use or access to the YellowDog Software may take place until payment has been received in
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cleared funds. An electronic invoice shall be generated and emailed to Your registered
email address. Payment of invoices shall be made within thirty days of the date of invoice.
4.2 All amounts stated are exclusive of VAT and/ or any other applicable taxes or levy which
shall be charged in addition at the rate in force at the date any payment is due.
4.3 If any sums payable to YellowDog under this Licence Agreement or the Contract for Access
are in arrears for more than thirty days after the due date, YellowDog reserves the right,
without prejudice to any other right or remedy, to: (a) charge interest on a day to day basis
from the original due date at a rate 8% over the Bank of England base rate in force from time
to time; and/or (b) suspend Your access to the YellowDog Software without notice.
4.4 You must notify YellowDog within thirty (30) days if You consider an invoice incorrect or
invalid for any reason, failing which You must raise no objection to any such invoice and
shall make full payment in accordance with it.
4.5 Unless agreed otherwise in writing with You, YellowDog may increase any Fees due to us
under this Licence Agreement or Contract for Access on 1st January of each year by the
percentage increase in the Consumer Prices Index (as published from time to time by the
Office For National Statistics) over the previous twelve months.
5

Protection of confidential information

5.1 Each Party ("the Receiving Party") shall keep the confidential information of the other Party
("the Supplying Party") confidential and secret, whether disclosed to or received by the
Receiving Party. You acknowledge that the YellowDog Software contains Confidential
Information of YellowDog and/or of third parties. You undertake to keep confidential all
information contained in or otherwise received from YellowDog in connection with the
YellowDog Software including any user access codes in respect of your account and shall
not divulge the same to any third parties without the prior written consent of YellowDog.
5.2 The obligations of Clause 5.1 shall not apply to any information which: (a) was known or in
the possession of the Receiving Party before it was provided to the Receiving Party by the
Supplying Party; (b) is, or becomes, publicly available through no fault of Yours; (c) is
provided to the Receiving Party without restriction or disclosure by a third party, who did not
breach any confidentiality obligations by making such a disclosure; (d) was developed by
the Receiving Party who had no direct access to, or use or knowledge of, the confidential
information supplied by YellowDog; or (e) is required to be disclosed by order of a court of
competent jurisdiction.
5.3 You may divulge the Confidential Information only to those employees, agents or
subcontractors bound under equivalent conditions of confidence who are directly involved in
your lawful use of the YellowDog Software and You must ensure that prior to disclosure of
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any Confidential Information that such persons are aware of and undertake to comply with
these obligations of confidentiality. You must fully indemnify YellowDog against any loss or
damage in consequence directly or indirectly of any non-compliance with this clause by the
Your employees, agents or subcontractors.
6

Data Protection

6.1 You acknowledge that, save for any user names or names associated with jobs ("Incidental
Personal Data" or "Incidental PD"), YellowDog will not have any access to any personal data
of Yours during the currency of this Agreement. In respect of Incidental PD, we shall act as
controller and process such data in accordance with our privacy policy which can be found
on our website.
6.2 You must not share personal data with YellowDog without YellowDog’s prior agreement in
writing. If at any time in connection with your access to the YellowDog Software, YellowDog
is required to process personal data in respect of which You or a third party is a controller,
the parties will first review the necessity for such processing, including whether Your use of
the YellowDog Software can be performed with anonymised data, or without access to
personal data..
6.3 If the parties agree that YellowDog must receive personal data, You must first agree in
writing with YellowDog: (a) the nature of the relevant personal data; (b) the technical and
organisational measures that YellowDog needs to have in place to safeguard the personal
data against any unauthorised or unlawful processing of such personal data and against
accidental loss, destruction or damage to such personal data; (c) the precise nature,
purpose and scope of the processing of such personal data, to include but not be limited to,
(i) the nature of the data in scope, to include identifying only data that is necessary to
transfer to YellowDog, and which You are permitted by law to transfer to YellowDog; (ii) the
means of the data being transmitted by You to YellowDog; (iii) the type of processing that
YellowDog is required to undertake; (iv) the period for which YellowDog shall retain the
personal data; (v) applicable terms to cover the transfer of personal data outside the UK;
and (vi) the method of returning or destroying the personal data that YellowDog shall adopt
once it is no longer required for YellowDog to retain the same; and (d) any variation to the
fees as a result of the above. Where the parties are unable to agree any of the above, then
You must not provide any personal data to YellowDog.
6.4 If YellowDog agrees to process any personal data following the above assessment, then
YellowDog agrees to comply with the requirements of Article 28(a) to (h) GDPR as if the
same were incorporated into this Agreement.
6.5 Anonymous usage information of the YellowDog Software may be used to improve our
service offering to you and other YellowDog Software users.
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6.6 Anonymous usage information may be shared with approved third parties by YellowDog for
the purposes of royalty payments, operations and maintenance of the YellowDog Software.
7

Data Retention

7.1 Any data uploaded to and usage and audit data generated by the YellowDog Platform will
be stored in secure YellowDog encrypted storage where applicable. This data will be
permanently deleted 12 months after the uploading, use or creation of that data, which ever
event occurs last. You warrant and undertake that you shall not upload any data that
infringes the legal or equitable rights of any third party and undertake to fully indemnify us
against any loss or liability YellowDog may suffer or incur as a result of any breach of this
clause.
8

YellowDog Platform Credential Security

8.1 Should employees or contractors leave your organisation, or no longer require access to
YellowDog Platform to perform their role,You must immediately disable access or change
the password for their YellowDog Software user account/s to prevent any deliberate or
accidental misuse. You acknowledge that You remain solely responsible for all use of Your
YellowDog Software user account/s.
9

Warranties

9.1 YellowDog warrants that the YellowDog Software will perform substantially as set out in the
Documentation and, to the extent within YellowDog’s control, it will provide access to the
YellowDog Software with reasonable skill and care.
9.2 YELLOWDOG DOES NOT WARRANT THAT OPERATION OF THE YELLOWDOG
SOFTWARE WILL BE UNINTERRUPTED OR ERROR FREE.
9.3 SUBJECT TO 9.1, TO THE MAXIMUM EXTENT PERMITTED BY LAW, THE YELLOWDOG
SOFTWARE IS PROVIDED ‘AS IS’ WITH ALL FAULTS. YELLOWDOG DOES NOT WARRANT
NOR GIVE ANY REPRESENTATIONS, WHETHER EXPRESS, IMPLIED, STATUTORY OR
OTHERWISE, INCLUDING ANY IMPLIED WARRANTIES OR CONDITIONS OF
SATISFACTORY QUALITY, FITNESS FOR A PARTICULAR PURPOSE, LACK OF VIRUSES,
ACCURACY OR COMPLETENESS OF RESPONSES OR RESULTS.
9.4 If You notify YellowDog in writing of a breach of the warranty set out in clause 9.1, then
YellowDog will in its absolute discretion (and as Your exclusive remedy for a breach of the
warranty set out in clause 9.1): (i) use its reasonable endeavours to investigate the apparent
problem or defect and in the event a problem or defect is identified to rectify any nonconformance with the warranty by repair (by way of a patch, work around, correction or
otherwise); and/or (ii) terminate this Licence Agreement and/or Contract for Access and
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provide a refund of any Fee paid for the relevant Contract Year in which the breach of
warranty occurs if, in YellowDog’s reasonable opinion, it is unable to rectify such nonconformance within a reasonable timescale or at an economic cost. You must provide
YellowDog with all reasonable assistance in order for YellowDog to carry out its investigation.
9.5 The entire risk as to the quality of any output arising out of access to or use of the YellowDog
Software remains with You. Further, you acknowledge that the YellowDog Software enables
You to access the maximum computing resources available to You under Your agreement
with your Cloud Service Provider. You remain solely liable for the costs (and any other
consequences) associated with access to third party computing resources.
9.6 You must only use the YellowDog Software in full compliance with the Law including
ensuring that it is not used for any unauthorised access or denial of service attacks which is
or would be an offence under Section 1, 2, or 3 of the Computer Misuse Act 1990.
9.7 You accept that You shall be responsible at all times for maintaining an appropriate data
backup procedure to enable the recovery of lost or corrupted data files. You accept that You
bear full responsibility for the loss or corruption of data.
10 Liability Generally
10.1 Except in the case of death or personal injury caused by YellowDog’s negligence,
YellowDog’s liability under or in connection with this Agreement whether arising in contract,
tort, negligence, breach of statutory duty or otherwise howsoever, shall not exceed the sums
paid to YellowDog under this Agreement.
10.2 You agree that YellowDog shall not be liable for any: (a) indirect or consequential loss,
damage, cost or expense of any kind whatsoever and howsoever caused, whether arising
under contract, tort (including negligence) or otherwise; (b) loss of production; (c) loss of or
corruption to data; (d) loss of profits or of contracts; (e) loss of operation time; and (f) loss of
goodwill or anticipated savings.
10.3 YellowDog’s total liability in each Contract Year (whether in contract, tort, including
negligence, or otherwise) under or in connection with this Licence Agreement and the
Contract for Access and any other agreement with You relating to the YellowDog Software
shall not exceed the greater of 120% of Fees paid in the previous Contract Year or the sum
of £10,000 in aggregate.
10.4 In circumstances where You have a claim or claims pursuant to the indemnity set out in
clause 11.3, YellowDog’s maximum liability to You in respect of all claims brought pursuant
to the indemnity set out in clause 11.3 and any additional claims to which clause 10.3 apply
shall not exceed £2 million pounds in aggregate.
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10.5 You agree that except as expressly provided in clause 9, clause 11.3 and this clause 10
YellowDog shall not be under any liability of any kind whatsoever and howsoever caused
arising directly or indirectly in connection with this Licence Agreement. You must fully
indemnify YellowDog in respect of any breach of clause 3.3 or any third party claim for any
injury, loss, damage or expense occasioned by or arising directly or indirectly from Your
access, operation or use of the YellowDog Software and Documentation except and in so far
as YellowDog is liable as expressly provided in this Licence Agreement.
10.6 You acknowledge and agree that the allocation of risk contained in this clause 10 is
reflected in the Fee and is also a recognition of the fact that the YellowDog Software cannot
be tested in every possible combination and it is not within YellowDog’s control how and for
what purpose the YellowDog Software are used by You.
11 Intellectual Property
11.1 Neither party is granted any right, title or licence to, or interest in the other party's Intellectual
Property Rights.
11.2 If at any time a party acquires any rights in, or any registration or application for any of the
other party's Intellectual Property Rights by operation of law or otherwise it will immediately
upon request by the other party and at no expense to the other party assign such rights,
registrations or applications to the other party, along with any associated goodwill.
11.3 Subject to the cap set out in clause 10.4, and to the extent your use of the YellowDog
Software constitutes Qualified Use, YellowDog will indemnify You against any liability to a
third party arising out of the normal use of the YellowDog Software infringing the third party’s
copyright provided that:(a) You tell YellowDog about any claim as soon as possible; (b) You
give YellowDog immediate and complete control of, and at YellowDog’s cost all reasonable
help in connection with, defending the claim and all negotiations for settling it; (c) You do not
prejudice the defence of the claim; and (d) The claim does not arise as a result of Your
breach of Your obligations under this Licence Agreement.
11.4 YellowDog are entitled to replace or change the YellowDog Software or any part of it
(without diminishing its overall functionality) to avoid any infringement.
11.5 Clause 11.3 and 10.4 sets out our entire liability and Your exclusive remedy for the
YellowDog Software infringing the Intellectual Property Rights of any person or organisation.
12 General
12.1 Neither Party shall have any liability under or be deemed to be in breach of this Agreement
for any delays or failures in performance of this Agreement that result from circumstances
beyond the reasonable control of that Party. The Party affected by such circumstances shall
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promptly notify the other Party in writing when such circumstances cause a delay or failure in
performance and when they cease to do so. If such circumstances continue for a continuous
period of more than six months, either Party may terminate this Agreement by written notice
to the other Party.
12.2 This Licence Agreement is personal to You and You may not assign or otherwise transfer
Your rights or obligations under this Licence Agreement without the prior written consent of
YellowDog.
12.3 If any part of this Licence Agreement is found by a court of competent jurisdiction or other
competent authority to be invalid, unlawful or unenforceable then such part shall be severed
from the remainder of this Licence Agreement which shall continue to be valid and
enforceable to the fullest extent permitted by Law.
12.4 No delay or failure by either party to exercise any of its powers, rights or remedies under
this Licence Agreement shall operate as a waiver of them, nor shall any single or partial
exercise of any such powers, rights or remedies preclude any other or further exercise of
them. Any waiver to be effective must be in writing.
12.5 The Contract for Access is the complete and exclusive statement of the agreement between
the parties relating to the subject matter of the Contract for Access and supersedes (and
renders null and void) all previous communications, representations (and
misrepresentations) and arrangements, either written or oral. You acknowledge that no
reliance is placed on any representation or misrepresentation made but not embodied in the
Contract for Access.
12.6 The printed terms and conditions of any purchase order or other correspondence and
documents issued by You in connection with this Licence Agreement shall not apply unless
expressly accepted in writing by YellowDog.
12.7 Nothing in this Licence Agreement shall confer on any third party any right enforceable
under the Contracts (Rights of Third Parties) Act or under trust or any agency arrangement.
13 Suspension
13.1 YellowDog may, at its discretion: (a) suspend and/or ban access to the YellowDog Software,
either in whole or in part, (i) in an event of emergency and/or to safeguard the integrity and
security of the YellowDog Software and/or maintain, repair or enhance the performance of
the YellowDog Software; (ii) where it is required to do so by Law (including where directed to
do so by a regulatory authority); (iii) to comply with an order, instruction or request of
government, an emergency services organisation, or other competent administration; (iv) for
any breach or suspected breach of this Licence Agreement; (v) where it is required to do so
by one of its third party service providers; (vi) where You are the subject of an Insolvency
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Event or fail to pay any Fees when they become due; or (b) for operational reasons change
or adapt the YellowDog Software provided that any such change does not materially
decrease or impair performance of the platform; and (c) change the YellowDog Software
such that it complies with Law.
13.2 Except in the case of Your breach or suspected breach of this Licence Agreement or an
Insolvency Event affecting You (in which case YellowDog may suspend your access
immediately), YellowDog will, to the extent it is reasonably able to do so, in each case
described in this clause 13, give You reasonable notice of the change and/or suspension
occurring.
13.3 Where the YellowDog Software is changed or suspended under clause 13.1, YellowDog
shall not be liable to You for such change or suspension.
14 Term, Termination and Amendments
14.1 This Licence Agreement commences on the first day you click “Accept”, install or otherwise
use the YellowDog Software.
14.2 You may terminate this Agreement at any time by sending YellowDog thirty (30) days'
written notice to YellowDog, 1 Victoria Street, Bristol, BS1 6AA or an email to
support@yellowog.co provided that all outstanding fees are paid in full and you no longer
use or access the YellowDog Platform Software.
14.3 YellowDog may terminate this agreement at any time by sending you a written notice at
least 30 days prior to the termination date.
14.4 If You: (a) fail to comply with any of the provisions of this Licence Agreement and do not
rectify such non-compliance within fifteen (15) working days of YellowDog’s written notice
thereof; or (b) suffer an Insolvency Event, then (and in any such case) YellowDog may,
without prejudice to any other of its rights or remedies and without being liable to You for any
loss or damage which may be occasioned, give written notice to You terminating this
Licence Agreement (and accordingly Your use of the YellowDog Software) with immediate
effect.
14.5 On termination of this Licence Agreement, howsoever caused, Your authorisation to use the
YellowDog Software and Documentation shall automatically cease and You undertake
immediately to: (a) cease to use the YellowDog Software and all Documentation; (b)
uninstall and then delete any installer files or plug-ins related to the YellowDog Software and
Documentation; and (c) delete all user account and password details in Your control or
possession.
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14.6 Within seven (7) days of the date of termination, You must return to YellowDog or confirm
the destruction of all copies of the Documentation.
14.7 This Licence Agreement may be amended online by YellowDog giving You thirty (30) days’
notice by emailing You at the email address You have supplied to YellowDog for this
purpose. If you do not agree to be bound by such amendments You may, within 14 days
from the date You receive the email from YellowDog, respond in writing to YellowDog
saying that, without prejudice to any other rights or remedies You may have, that You
terminate this Agreement within 14 days from the date of your response.
14.8 After two years of inactivity, your account and all associated data shall be automatically
deleted.
15 Law & jurisdiction
15.1 The validity, construction and performance of this Agreement shall be governed by the laws
of England and Wales and shall be subject to the exclusive jurisdiction of the English and
Welsh courts to which the Parties submit.
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